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Abstract

Sparse coding—that is, modelling data vectors as spars® loenbinations of basis elements—is
widely used in machine learning, neuroscience, signalgssiaog, and statistics. This paper fo-
cuses on the large-scale matrix factorization problemdbasists ofearningthe basis set in order
to adapt it to speci c data. Variations of this problem inddudictionary learning in signal pro-
cessing, non-negative matrix factorization and sparsecjp@l component analysis. In this paper,
we propose to address these tasks with a new online optionizaltgorithm, based on stochastic
approximations, which scales up gracefully to large datsw#h millions of training samples, and
extends naturally to various matrix factorization forntidas, making it suitable for a wide range
of learning problems. A proof of convergence is presenthgawith experiments with natural
images and genomic data demonstrating that it leads to-stdke-art performance in terms of
speed and optimization for both small and large data sets.

Keywords: basis pursuit, dictionary learning, matrix factorizati@mline learning, sparse cod-
ing, sparse principal component analysis, stochasticoappations, stochastic optimization, non-
negative matrix factorization

1. Introduction

The linear decomposition of a signal using a few atoms [aaneddictionary instead of a pre-
de ned one—based on wavelets (Mallat, 1999) for example—has recentliolstate-of-the-art
results in numerous low-level signal processing tasks such as imagsidgn@&lad and Aharon,
2006; Mairal et al., 2008b), texture synthesis (Rey@009) and audio processing (Grosse et al.,
2007; Fevotte et al., 2009; Zibulevsky and Pearlmutter, 2001), as well as highartasks such as
image classi cation (Raina et al., 2007; Mairal et al., 2008a, 2009b; IByaand Bagnell, 2009;
Yang et al., 2009), showing that sparse learned models are well adaptatural signals. Unlike
decompositions based on principal component analysis and its variargs, rtteglels do not im-
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pose that the basis vectors be orthogonal, allowing more exibility to adaptejiesentation to
the datal In machine learning and statistics, slightly different matrix factorization proslare
formulated in order to obtain a feinterpretablebasis elements from a set of data vectors. This in-
cludes non-negative matrix factorization and its variants (Lee and S20adg; Hoyer, 2002, 2004;
Lin, 2007), and sparse principal component analysis (Zou et al.,;2DA8premont et al., 2007,
2008; Witten et al., 2009; Zass and Shashua, 2007). As shown in thes, phese problems have
strong similarities; even though we rst focus on the problem of dictionaayrimg, the algorithm
we propose is able to address all of them. While learning the dictionary basrpto be critical to
achieve (or improve upon) state-of-the-art results in signal and imagessing, effectively solv-
ing the corresponding optimization problem is a signi cant computational agdigparticularly in
the context of large-scale data sets that may include millions of training sanfaldsessing this
challenge and designing a generic algorithm which is capable of ef cieatiglling various matrix
factorization problems, is the topic of this paper.

Concretely, consider a signalin R™. We say that it admits a sparse approximation over a
dictionaryD in R™ K, with k columns referred to aatoms when one can nd a linear combination
of a “few” atoms fromD that is “close” to the signat. Experiments have shown that modelling a
signal with such a sparse decompositispdrse codinyis very effective in many signal processing
applications (Chen et al., 1999). For natural images, prede ned dictesbased on various types
of wavelets (Mallat, 1999) have also been used for this task. Howeanitg the dictionary
instead of using off-the-shelf bases has been shown to dramatically ienpigval reconstruction
(Elad and Aharon, 2006). Although some of the learned dictionary elemeytsometimes “look
like” wavelets (or Gabor Iters), they are tuned to the input images or sighedsing to much better
results in practice.

Most recent algorithms for dictionary learning (Olshausen and Field7;1®8gan et al., 1999;
Lewicki and Sejnowski, 2000; Aharon et al., 2006; Lee et al., 2007 )tarativebatchprocedures,
accessing the whole training set at each iteration in order to minimize a casiofuinder some
constraints, and cannot ef ciently deal with very large training sets (Biadtod Bousquet, 2008),
or dynamic training data changing over time, such as video sequenceddrBsathese issues, we
propose aronline approach that processes the signals, one at a time, or in mini-batchess This
particularly important in the context of image and video processing (PratteE&d, 2009; Mairal
et al., 2008c), where it is common to learn dictionaries adapted to small pateitedraining
data that may include several millions of these patches (roughly one pémapikger frame). In
this setting, online techniques based on stochastic approximations are ativataiternative to
batch methods (see, e.g., Bottou, 1998; Kushner and Yin, 2003; SBhleartz et al., 2009). For
example, rst-order stochastic gradient descent with projections onahsti@int set (Kushner and
Yin, 2003) is sometimes used for dictionary learning (see Aharon and E0R; Kavukcuoglu
et al., 2008 for instance). We show in this paper that it is possible to goefuatd exploit the
speci ¢ structure of sparse coding in the design of an optimization proedgduned to this problem,
with low memory consumption and lower computational cost than classical bigtotitlams. As
demonstrated by our experiments, it scales up gracefully to large dataigetsilions of training
samples, is easy to use, and is faster than competitive methods.

The paper is structured as follows: Section 2 presents the dictionaryriggrroblem. The
proposed method is introduced in Section 3, with a proof of convergen8edtion 4. Section 5

1. Note that the terminology “basis” is slightly abusive here since the elsnaérihe dictionary are not necessarily
linearly independent and the set can be overcomplete—that is, haesefieanents than the signal dimension.
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extends our algorithm to various matrix factorization problems that genediéidenary learning,
and Section 6 is devoted to experimental results, demonstrating that outtatyisrsuited to a wide
class of learning problems.

1.1 Contributions

This paper makes four main contributions:

We cast in Section 2 the dictionary learning problem as the optimization of a smonth
convex objective function over a convex set, minimizing the (desegggctedtost when the
training set size goes to in nity, and propose in Section 3 an iterative onlgaithm that

solves this problem by ef ciently minimizing at each step a quadratic surrdgatgion of

the empirical cost over the set of constraints. This method is shown in Sdctioconverge
almost surely to a stationary point of the objective function.

As shown experimentally in Section 6, our algorithm is signi cantly faster thawipus ap-
proaches to dictionary learning on both small and large data sets of rnataggds. To demon-
strate that it is adapted to dif cult, large-scale image-processing taskieame a dictionary
on a 12-Megapixel photograph and use it for inpainting—that is, lling sdrokes in the
image.

We show in Sections 5 and 6 that our approach is suitable to large-scale faetoirization
problems such as non-negative matrix factorization and sparse prigoipgionent analysis,
while being still effective on small data sets.

To extend our algorithm to several matrix factorization problems, we peopogppendix
B ef cient procedures for projecting onto two convex sets, which carubeful for other
applications that are beyond the scope of this paper.

1.2 Notation
We de ne forp 1the’, norm of a vectox in R™ asjjxjj p M( &M, jx[iliP)**P, wherex[i] denotes

norm as the sparsity measure which counts the number of nonzero elemantsdtor? jjxijjo M
#i s.t. x[i]6 0g= limp o-(&721jx[i]jP). We denote the Frobenius norm of a makiin R™ " by
iXjie =M( anr 151?= 1 X[i; j1) 2. For a sequence of vectors (or matricesind scalarsy, we write
Xt = O(w) when there exists a constadt> 0 so that for allt, jjxjj» Ku;. Note that for nite-
dimensional vector spaces, the choice of norm is essentially irreledanbfens are equivalent).
Given two matrice®\ in R™ ™ andBin R™ " A B denotes the Kronecker product between
andB, de ned as the matrix ilR™™ ™"z de ned by blocks of sizeay, n, equal toA[i; j]B. For
more details and properties of the Kronecker product, see Golub ando#m(1996), and Magnus
and Neudecker (1999).

However, for the sake of simplicity, we will keep this notation unchanged.
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2. Problem Statement

Classical dictionary learning techniques for sparse representatiomai@lsn and Field, 1997; En-
gan et al., 1999; Lewicki and Sejnowski, 2000; Aharon et al., 2006; dteal., 2007) consider a

“(xi;D); (1)

Qo5

f(D) ¥

Sl

i=1

whereD in R™ Kis the dictionary, each column representing a basis vector, ana loss function
such that (x; D) should be small iD is “good” at representing the signalin a sparse fashion.
The number of samplasis usually large, whereas the signal dimensiors relatively small, for
examplem= 100 for 10 10 image patches, amd 100 000 for typical image processing appli-
cations. In general, we also hake n(e.g.,k= 200 forn= 100 000), but each signal only uses a
few elements oD in its representation, say 10 for instance. Note that, in this setting, overcemple
dictionaries withk > mare allowed. As others (see for example Lee et al., 2007), we déx®)

as the optimal value of thg sparse codingproblem:

(D) ¥ min Zjix Daji3+ | jjajj; ©)
a2Rk 2

wherel is a regularization parameter. This problem is also knowhasss pursuit{Chen et al.,
1999), or theLasso(Tibshirani, 1996} It is well known that™; regularization yields a sparse
solution fora, but there is no direct analytic link between the valud adnd the corresponding
effective sparsityjajjo. To preventD from having arbitrarily large values (which would lead to

less than or equal to one. We will c&llthe convex set of matrices verifying this constraint:

C¥ip2RM kst 8j= 11k didj 1g:
Note that the problem of minimizing the empirical cdg{D) is not convex with respect tD. It
can be rewritten as a joint optimization problem with respect to the dictiddanyd the coef cients
respect to each of the two variablesanda when the other one is xed:

min o 1..X_ Davii2+ | iiaiis - (@)
D2 CaaRK ni§1 2” [ izt tai)s -

This can be rewritten asraatrix factorizationproblem with a sparsity penalty:

1
) 7"X D ..2+|.. TR
D2Cr;];|2an n 2JJ Al Az,

3. To be more precise, the original formulation of the Lasso is a consttai@rsion of Eq. (2), with a constraint on the
“1-norm ofa:
min Zjix Dajj3 s.t. jiaji; T (3)
a2Rk 2

Both formulations are equivalent in the sense that for elery0 (respectively everfy > 0), there exists a scaldr
(respectively ) so that Equations (2) and (3) admit the same solutions.
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the matrixa—that is, the sum of the magnitude of its coef cients. A natural approacloliorg
this problem is to alternate between the two variables, minimizing over one whipékgethe other
one xed, as proposed by Lee et al. (2007) (see also Engan et39.dred Aharon et al. 2006, who
use o rather than ; penalties, or Zou et al. 2006 for the problem of sparse principal coerion
analysis)* Since the computation of the coef cients vectarsdominates the cost of each iteration
in this block-coordinate descent approach, a second-order optimizatinique can be used to
accurately estimatb at each step whea is xed.

As pointed out by Bottou and Bousquet (2008), however, one is usoatlynterested in the
minimization of theempirical cost §(D) with high precision, but instead in the minimization of the
expected cost

f(D) ¥ B (:D)] = lim, fo(D) as;

where the expectation (which is supposed nite) is taken relative to thenfwmk) probability dis-
tribution p(x) of the date® In particular, given a nite training set, one should not spend too much
effort on accurately minimizing the empirical cost, since it is only an approximaifothe ex-
pected cost. An “inaccurate” solution may indeed have the same or bettectespcost than a
“well-optimized” one. Bottou and Bousquet (2008) further show thatetstic gradient algorithms,
whose rate of convergence is very poor in conventional optimization temang,in fact in certain
settings be shown both theoretically and empirically to be faster in reachiniyitgoaowith low
expected cost than second-order batch methods. With large traininghsetisk of over tting is
lower, but classical optimization techniques may become impractical in termged sy memory
requirements.

In the case of dictionary learning, the classical projected rst-ordajepted stochastic gradient
descent algorithm (as used by Aharon and Elad 2008; Kavukcuogluz£08 for instance) consists
of a sequence of updatesf

h i
Di=Pc Dy 1 &Np (x;Dt 1) ;

whereD; is the estimate of the optimal dictionary at iteratior; is the gradient stefR ¢ is the
orthogonal projector ont@, and the vectors; are i.i.d. samples of the (unknown) distributip(x).
Even though it is often dif cult to obtain such i.i.d. samples, the veckpr@re in practice obtained
by cycling on a randomly permuted training set. As shown in Section 6, we dizserved that
this method can be competitive in terms of speed compared to batch methods wiramthg set

is large and whem is carefully chosen. In particular, good results are obtained using @irigar
rate of the forng; M a=(t + b), wherea andb have to be well chosen in a data set-dependent way.
Note that rst-order stochastic gradient descent has also been asethkr matrix factorization
problems (see Koren et al., 2009 and references therein).

The optimization method we present in the next section falls into the class of atdiogthms
based on stochastic approximations, processing one sample at a time (ortatoimi-but further
exploits the speci c structure of the problem to ef ciently solve it by sediadly minimizing a
quadratic local surrogate of the expected cost. As shown in Section 8€edtsecond-order infor-
mation of the cost function, allowing the optimization without any explicit learnaig tuning.

4. In our setting, as in Lee et al. (2007), we have preferred to usethex 1 horm, that has empirically proven to be
better behaved in general than thegyseudo-norm for dictionary learning.
5. We use “a.s.” to denote almost sure convergence.
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3. Online Dictionary Learning

We present in this section the basic components of our online algorithm foordicy learning
(Sections 3.1-3.3), as well as a few minor variants which speed up our impiztioa in practice
(Section 3.4) and an interpretation in terms of a Kalman algorithm (Section 3.5).

3.1 Algorithm Outline

Our procedure is summarized in Algorithm 1. Assuming that the training setnpased of
i.i.d. samples of a distributiop(x), its inner loop draws one elemextat a time, as in stochastic
gradient descent, and alternates classical sparse coding stepsnfoutoy the decompositioa

of x; over the dictionanD; ; obtained at the previous iteration, with dictionary update steps where
the new dictionanD; is computed by minimizing ovel the function

1

- 14 1. Lo
fi(D)~ Fa ix Daij3+ljai ; (5)

i=1
and the vectorg; for i < t have been computed during the previous steps of the algorithm. The
motivation behind this approach is twofold:

The functionf;, which is quadratic ifD, aggregates the past information with a few suf cient
statistics obtained during the previous steps of the algorithm, namely the vagtard it is
easy to show that it upperbounds the empirical dgdd;) from Eq. (1). One key aspect of
our convergence analysis will be to show tfigD;) and f;(D;) converge almost surely to the
same limit, and thus thdt acts as aurrogatefor f;.

Sincef; is close tof; ; for large values of, so areD; andD; 1, under suitable assumptions,
which makes it ef cient to us®; 1 as warm restart for computirg.

3.2 Sparse Coding

The sparse coding problem of Eq. (2) with xed dictionary is afregularized linear least-squares
problem. A number of recent methods for solving this type of problems aedban coordinate
descent with soft thresholding (Fu, 1998; Friedman et al., 2007; WuLande, 2008). When the
columns of the dictionary have low correlation, we have observed that $isgple methods are
very ef cient. However, the columns of learned dictionaries are in gartéghly correlated, and
we have empirically observed that these algorithms become much slower intthig.s&his has
led us to use instead the LARS-Lasso algorithm, a homotopy method (Oshi@ine2€00; Efron
et al., 2004) that provides the whole regularization path—that is, the saiftioall possible values
of | . With an ef cient Cholesky-based implementation (see Efron et al., 2004; ahd Hastie,
2005) for brief descriptions of such implementations), it has provenrarpatally at least as fast
as approaches based on soft thresholding, while providing the soluitioraWwigher accuracy and
being more robust as well since it does not require an arbitrary stopgbegon.

3.3 Dictionary Update

Our algorithm for updating the dictionary uses block-coordinate desgigmtwarm restarts (see
Bertsekas, 1999). One of its main advantages is that it is parameter tiefags not require any
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Algorithm 1 Online dictionary learning.
Require: x2 R™ p(x) (random variable and an algorithm to draw i.i.d samplegpfi 2 R
(regularization parameteDy 2 R™ K (initial dictionary), T (number of iterations).
1: Ag2 Rk kK 0,Bp2 R™ kK 0 (reset the “past” information).
2. fort=1toT do
3:  Drawx; from p(x).
4:  Sparse coding: compute using LARS

a argminZjix  Dr 1ajj3+ | jajju:
a2 Rk

5: At At 1+ atatT.
: By B 1+ Xta.;r.
7. ComputeD; using Algorithm 2, withD; ; as warm restart, so that

t

1o 1. .. N
Di = argmin=g Zjixi Daji3+ I jjaiji1 ;
p2c tiZg 2
. l l T T
= argmin> =Tr(D'DA;) Tr(D'B) : (6)
pec t 2

8. end for
9: Return Dt (learned dictionary).

Algorithm 2 Dictionary Update.

A=[ag::;a]2 Rk K

1: repeat
2. for j=1tokdo
3 Update thej-th column to optimize for (6):
uj 1 (bj Daj)+ dj;
] A[JvJ] J J I (7)
dj __r uj:
b maxjjuiiz1) "
4: end for

5. until convergence
6: Return D (updated dictionary).

learning rate tuning. Moreover, the procedure does not require ® alldhe vectors; anda;, but
only the matrices\; = &!-;a;al in R KandB; = &!_;xa in R™ k. Concretely, Algorithm 2
sequentially updates each columnixf A simple calculation shows that solving (6) with respect
to the j-th columndj, while keeping the other ones xed under the constrdihﬂj 1, amounts
to an orthogonal projection of the vectoy de ned in Eq. (7), onto the constraint set, namely
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the “,-ball here, which is solved by Eq. (7). Since the convex optimization pnol{ admits
separable constraints in the updated blocks (columns), convergengéotmeaoptimum is guaran-
teed (Bertsekas, 1999). In practice, the vecwrare sparse and the coef cients of the matix
are often concentrated on the diagonal, which makes the block-coordiestent more ef cient.
After a few iterations of our algorithm, using the valuelif ; as a warm restart for computirigy
becomes effective, and a single iteration of Algorithm 2 has empirically faarime suf cient to
achieve convergence of the dictionary update step. Other approaahedeen proposed to up-
dateD: For instance, Lee et al. (2007) suggest using a Newton method on @hefdtq. (6), but
this requires inverting & k matrix at each Newton iteration, which is impractical for an online
algorithm.

3.4 Optimizing the Algorithm

We have presented so far the basic building blocks of our algorithm. Téii®saliscusses a few
simple improvements that signi cantly enhance its performance.

3.4.1 HANDLING FIXED-SIZE DATA SETS

In practice, although it may be very large, the size of the training set ofisralprede ned nite
size (of course this may not be the case when the data must be treated grikieea video stream
for example). In this situation, the same data points may be examined severaldirdésis very
common in online algorithms to simulate an i.i.d. samplingo@t) by cycling over a randomly
permuted training set (see Bottou and Bousquet, 2008 and refererceisth This method works
experimentally well in our setting but, when the training set is small enough,asisilple to further
speed up convergence: In Algorithm 1, the matrisgandB; carry all the information from the past

the same signal is drawn again at time> tp, then it is natural to replace the “old” informatian,
by the new vector, in the matricesA; andBi—that is, Ay Ay 1+ ata{ ayag andB;

Bt 1+ Xa{ xtatTO. In this setting, which requires storing all the past coef cieats this method
amounts to a block-coordinate descent for the problem of minimizing EqW#Een dealing with
large but nite sized training sets, storing all coef cierdgis impractical, but it is still possible to
partially exploit the same idea, by removing the information fi&prandB; that is older than two
epochg(cycles through the data), through the use of two auxiliary matédendB? of sizek  k
andm krespectively. These two matrices should be built with the same rulssasdB;, except
that at the end of an epoch; andB; are respectively replaced B andB?, while A? andB? are
set to 0. Thanks to this stratedy;, andB; do not carry any coef cients; older than two epochs.

3.4.2 SALING THE “PAST” DATA

At each iteration, the “new” informatioa; that is added to the matricés andB; has the same
weight as the “old” one. A simple and natural modi cation to the algorithm is tcatesthe “old”
information so that newer coef cients; have more weight, which is classical in online learning.
For instance, Neal and Hinton (1998) present an online algorithm fonitddre suf cient statistics
are aggregated over time, and an exponential decay is used to fotgdtdaate statistics. In this

6. We have observed that this is true when the colummr3 afe not too correlated. When a group of columnBiare
highly correlated, the coef cients of the matri concentrate instead on the corresponding principal submatrices
of At.
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paper, we propose to replace lines 5 and 6 of Algorithm 1 by

Ar bAr 1+ ad];

B: B 1+ xay;

whereby Mg % ' andr is a new parameter. In practice, one can apply this strategy after a few

iterations, oncé\; is well-conditioned. Tuning improves the convergence rate, when the training
sets are large, even though, as shown in Section 6, it is not critical. Trstadd better the effect

of this maodi cation, note that Eq. (6) becomes

agmin———& ' " Lix Daiii2+ ljjaiiis ;
o2c Bl () oyt 20 TomeT s

t
o

D¢

1
argmin.———— ~Tr(D'DA,) Tr(D'By) :
p2c &j=1(j=)" 2

Whenr = 0, we obtain the original version of the algorithm. Of course, differemttaties and

heuristics could also be investigated. In practice, this parameseuseful for large data sets only
(n  100000). For smaller data sets, we have not observed a better paré@nwhen using this

extension.

3.4.3 MINI-BATCH EXTENSION

In practice, we can also improve the convergence speed of our algdntldrawingh > 1 signals

at each iteration instead of a single one, which is a classical heuristic irastargradient descent
algorithms. In our case, this is further motivated by the fact that the complekitpmputingh
vectorsa; is not linear inh. A Cholesky-based implementation of LARS-Lasso for decomposing a
single signal has a complexity 6{kms+ ks’), wheresis the number of nonzero coef cients. When
decomposing signals, it is possible to pre-compute the Gram mdi®; and the total complexity
become®©(k’m+ h(km+ k%)), which is much cheaper thdmtimes the previous complexity when

can now replace lines 5 and 6 of Algorithm 1 by

18 T
At At 1t A aciag;

hiZy

18
Bt Bt 1t - QA Xuidgi:

hiZy

3.4.4 SOWING DOWN THE FIRST ITERATIONS

As in the case of stochastic gradient descent, the rst iterations of ooritlgn may update the
parameters with large steps, immediately leading to large deviations from the indti@indry.

To prevent this phenomenon, classical implementations of stochastic grddsent use gradient
steps of the forna=(t + b), whereb “reduces” the step size. An initialization of the fory = tol
andBg = tgDgo withtg 0 also slows down the rst steps of our algorithm by forcing the solution of
the dictionary update to stay closelg. As shown in Section 6, we have observed that our method
does not require this extension to achieve good results in general.
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3.4.5 RURGING THE DICTIONARY FROM UNUSED ATOMS

Every dictionary learning technique sometimes encounters situations vwdreeeas the dictionary
atoms are never (or very seldom) used, which typically happens with abaghynitialization. A
common practice is to replace these during the optimization by randomly choseentdeof the
training set, which solves in practice the problem in most cases. For moreultibnd highly
regularized cases, it is also possible to choose a continuation strateggtizanof starting from an
easier, less regularized problem, and gradually incredsifidpis continuation method has not been
used in this paper.

3.5 Link with Second-order Stochastic Gradient Descent

For unconstrained learning problems with twice differentiable expectepthesecond-order stochas-
tic gradient descent algorithm (see Bottou and Bousquet, 2008 arrénmeés therein) improves
upon its rst-order version, by replacing the learning rate by the invefdbe Hessian. When this
matrix can be computed or approximated ef ciently, this method usually yieldsterfaonvergence
speed and removes the problem of tuning the learning rate. Howevennibiche applied easily

to constrained optimization problems and requires at every iteration anénvetise Hessian. For
these two reasons, it cannot be used for the dictionary learning problgmevertheless it shares
some similarities with our algorithm, which we illustrate with the example of a differesiilpm.

Suppose that two major modi cations are brought to our original formulaiipthe vectorsa;
are independent of the dictionaB—that is, they are drawn at the same timexgs(ii) the op-
timization is unconstrained—that i€ = R™ X, This setting leads to the least-square estimation
problem
min Eg..y jjXx Daijj3 : 8
Smin, Ea) I 12 (8)

which is of course different from the original dictionary learning forntiola. Nonetheless, it is
possible to address Eq. (8) with our method and show that it amounts to usiregtirsive formula

T S T 1
Dt D¢ 1+(x Dt iapa; a aiq ;
i=1

which is equivalent to a second-order stochastic gradient descenitlatg: The gradient obtained
at(x;at) istheterm (x; Dy 1a1)a, and the sequendé=t) 4\, aja] converges to the Hessian
of the objective function. Such sequence of updates admit a fast impldioantalled Kalman
algorithm (see Kushner and Yin, 2003 and references therein).

4. Convergence Analysis

The main tools used in our proofs are the convergence of empiricalgges¢Van der Vaart, 1998)
and, following Bottou (1998), the convergence of quasi-martingale&,(E&65). Our analysis is
limited to the basic version of the algorithm, although it can in principle be carned to the
optimized versions discussed in Section 3.4. Before proving our main riggulg rst discuss the
(reasonable) assumptions under which our analysis holds.
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4.1 Assumptions

(A) The data admits a distribution with compact support K. Assuming a compact support for
the data is natural in audio, image, and video processing applicationse Whgimposed by the
data acquisition process.

(B) The quadratic surrogate functions f, are strictly convex with lower-bounded HessiansWe
assume that the smallest eigenvalue of the positive semi-de nite nﬂﬂsixﬂe ned in Algorithm 1

is greater than or equal to some constiant As a consequencé; is invertible andf; is strictly
convex with Hessianh %At. This hypothesis is in practice veri ed experimentally after a few it-
erations of the algorithm when the initial dictionary is reasonable, consisimgxkmple of a few
elements from the training set, or any common dictionary, such as DCT (bbsesines products)
or wavelets (Mallat, 1999). Note that it is easy to enforce this assumptioddigga termkz—ljj Djj2

to the objective function, which is equivalent to replacing the positive senmiiteé matrix %At by
%At + kil. We have omitted for simplicity this penalization in our analysis.

(C) A particular suf cient condition for the uniqueness of the sparse coding solution is satis-
ed. Before presenting this assumption, let us brie y recall classical optimalitglitions for the
*1 decomposition problem in Eq. (2) (Fuchs, 2005). kim K andD in C, a in R¥ is a solution of
Eqg. (2) if and only if

dj(x Da)= I signa[j]) if a[j]& O;
jdf(x Da)j | otherwise

)
Leta? be such a solution. Denoting tythe set of indiceg such thajd] (x Da®)j= I, andD.
the matrix composed of the columns frdhrestricted to the sdt, it is easy to see from Eg. (9) that
the solutiona? is necessary unique (D] Dy ) is invertible and that

a; =(D[D.) YD[x ler); (10)

wherea; is the vector containing the valuesaf corresponding to the setande, []] is equal to the
sign ofaf[j] for all j. With this preliminary uniqueness condition in hand, we can now formulate
our assumption¥We assume that there exigts> 0 such that, for allx in K and all dictionariesD

in the subset o€ considered by our algorithm, the smallest eigenvalué)@lDL is greater than

or equal tok,. This guarantees the invertibility ¢D] D.) and therefore the uniqueness of the
solution of Eq. (2). It is of course easy to build a diction&yfor which this assumption fails.
However, havingD/ D invertible is a common assumption in linear regression and in methods
such as the LARS algorithm aimed at solving Eq. (2) (Efron et al., 2004is dlso possible to
enforce this condition using an elastic net penalization (Zou and Hastig), 2@placingjajj1 by
jiajjy+ I‘—22jj ajj2 and thus improving the numerical stability of homotopy algorithms, which is the
choice made by Zou et al. (2006). Again, we have omitted this penalization enalysis.

4.2 Main Results

Given assumption§A)—C), let us now show that our algorithm converges to a stationary point
of the objective function. Since this paper is dealing with non-convex optirmizaneither our
algorithm nor any one in the literature is guaranteed to nd the global optimutmeodptimization
problem. However, such stationary points have often been found to beigatip good enough
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for practical applications, for example, for image restoration (Elad arat@h 2006; Mairal et al.,
2008b).

Our rst result (Proposition 2 below) states that givg¥)—(C), f(D;) converges almost surely
and f(Dy) ft(Dt) converges almost surely to 0, meaning thaacts as a converging surrogate
of f. First, we prove alemmato show tHag D; 1 = O(1=t). It does not ensure the convergence
of Dy, but guarantees the convergence of the positive $fimjjD; Dy 1jjZ, a classical condition
in gradient descent convergence proofs (Bertsekas, 1999).

Lemma 1 [Asymptotic variations of D;].
AssumgA)—C). Then, 1
Di+1 Di= 0O - a.s.
Proof This proofis inspired by Prop 4.32 of Bonnans and Shapiro (2000)ehifischitz regularity
of solutions of optimization problems. Using assumpt{B, for all t, the surrogatdf; is strictly

convex with a Hessian lower-bounded ky. Then, a short calculation shows that it veri es the
second-order growth condition

fi(Di+1) fi(Dy) KujiDee1  Dyjj2: (11)
Moreover,

fi(Di+1) (D)= fi(Dir1) fre1(Dsn)+ fra(Dre1)  Ffre1(D)+ frra(Dy)  fi(Dy)
fi(Dt+1) fir1(Dsn)+ fre1(Dy)  f(DY);
where we have used thdt, 1(Di+1)  frs 2(Dr) because;, ; minimizes fi.; on C. Since

f(D)= (1 Tr(DTDA;) Tr(DTBy)), andjjDjj k, it is possible to show thak  fi. 1 is Lip-
schitz with constant; = (1=t)(jjBi+1  Bijjr+ KkijAw+1  Adjje), which gives

fi(Div1) f(Dr) jiD1  Dijje: (12)

From Eqg. (11) and (12), we obtain

jiDt+1  Dijjr k&:
1

AssumptiongA), (C) and Eq. (10) ensure that the vectassandx; are bounded with probability
one and thereforg = O(1=t) a.s. |

We can now state and prove our rst proposition, which shows that eénaleed minimizing a
smooth function.

Proposition 2 [Regularity of f].
AssumdA) to (C). For x in the support K of the probability distribution p, aridlin the feasible
setC, let us de ne
a’(x;D) = argminz JJX Dajj5+ | jjajja: (13)
a2Rk
Then,
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1. the function de ned in Eq. (2) is continuously differentiable and
No'(x;D)= (x Da’(x;D))a’(x;D)":

2. fis continuously differentiable ardif (D) = Ex Np (x;D) :
3. Nf(D) is Lipschitz orC.

Proof Assumption(A) ensures that the vectoas are bounded fox in K andD in C. Therefore,
one can restrict the optimization problem (13) to a compact subdRf.oblnder assumptio(C),
the solution of Eq. (13) is unique ard is well-de ned. Theorem 5 in Appendix A from Bonnans
and Shapiro (1998) can be applied and gives us directly the rst statef@ierceK is compact, and
" is continuously differentiable, the second statement follows immediately.

To prove the third claim, we will show that for adlin K, a’?(x;:) is Lipschitz with a constant in-
dependent ok,” which is a suf cient condition folN f to be Lipschitz. First, the function optimized
in Eq. (13) is continuous ia, D, x and has a unique minimum, implying that is continuous irx
andD.

Consider a matri® in Candx in K and denote bg? the vectoa”(x; D), and again by. the set
of indicesj such thajdjT(x Da?)j=1. SincedjT(x Da?) is continuous irD andx, there exists

an open neighborhodd around(x; D) such that for al{x® D9 inV, andj 2L, de-TO(x0 D%?%j< |
anda®Jj] = 0, wherea?= a?(x®D9.

Denoting byU, the matrix composed of the columns of a matdixorresponding to the index
setL and similarly byu, the vector composed of the values of a veat@orresponding td., we
consider the function

N/ M 1. .. .. ..
(x;Du;al) = Sjix  Dracjiz+ |jjacjj;
2
Assumption(C) tells us that‘~(x; D, ;:) is strictly convex with a Hessian lower-boundediyy Let
us considefx® DY in V. A simple calculation shows that
‘xDi;al) “(xDiial) kadial® alji3
Moreover, itis easy to show thax; Dy ;:) (x2DP;:) is Lipschitz with constargyjjD.  D?jjr +

eojix  xYj2, whereer; e are constants independentfD® x; xYand then, one can show that

ia” a%iiz=jjal® aliiz | eiiD Diie+edix X3 :
Therefore,a” is locally Lipschitz. Sinc&k Cis compacta® is uniformly Lipschitz onKk C,
which concludes the proof. |

Now that we have shAown thdtis a smooth function, we can state our rst result showing that
the sequence of functiorfsacts asymptotically as a surrogatefadnd thatf (D;) converges almost
surely in the following proposition.

7. From now on, for a vectax in R™, a?(x;:) denotes the function that associates to a madriverifying Assump-
tion (C), the optimal solutiora?(x; D). For simplicity, we will use these slightly abusive notation in the rest of the
paper.
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Proposition 3 [Convergence off (D;) and of the surrogate function]. Let f; denote the surrogate
function de ned in Eq. (5). Assuntd) to (C). Then,

1. fi(D;) converges almost surely;
2. f(Dy) fi(Dy) converges almost surely @
3. f(Dy) converges almost surely.

Proof Part of this proof is inspired by Bottou (1998). We prove the convergesf the se-
guencefi(D;) by showing that the stochastic positive process

w? fi(dy) o

is a quasi-martingale and use Theorem 6 from Fisk (1965) (see Appahdixhich states that if
the sum of the “positive” variations af are boundedy is a quasi-martingale, which converges
with probability one (see Theorem 6 for details). Computing the variationg @fe obtain

Ur1 W= fa(Dera)  fi(Dy)
fra(De1)  faa(D)+ fea(D) (DY) (14)

“(Xt+1;Dt)  fi(Dy) N f(Dr) fe(Dr).
t+1 t+ 1 ’

fos 1(Dt+1) fos 1(Dy) +

using the fact thafi+ 1(Dy) = 7 (X 1, D) + g fi(Dy). SinceDy. 1 minimizesfi. 1 onCandDy is
inC, fi. 1(Dt+1) fis 1(Dy) 0. Since the surrogatfe upperbounds the empirical cokt we also
havef(D;) f(D;) 0. To use Theorem 6, we consider the ltration of the past informaipn
and take the expectation of Eq. (14) conditioned~gnobtaining the following bound

E[ (Xt+1;D)jF]  fi(Dy)
t+1
f(Dy) fi(Dy)
t+1
it fijy.
t+1

Elu+1  wjk]

For a speci ¢ matrixD, the central-limit theorem states thﬁtp t(f(Dy) ft(Dp))] is bounded.
However, we need here a stronger result on empirical processesvotsatE[ tjjf fijjy] is
bounded. To do so, we use the Lemma 7 in Appendix A, which is a corollaDpootker theorem
(see Van der Vaart, 1998, chap. 19.2). It is easy to show that in ey, e the hypotheses are
veri ed, namely, (x;:) is uniformly Lipschitz and bounded since it is continuously differentiable
on a compact set, the s&t R™ X is bounded, and,[ (x;D)?] exists and is uniformly bounded.
Therefore, Lemma 7 applies and there exists a conktan® such that

ElEles WFRT']

t3

Therefore, de ningd; as in Theorem 6, we have

¥ ¥
A Eld(u+1 W)= & E[Elu+1 wiR]* 1< +¥:
t=1 t=1
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Thus, we can apply Theorem 6, which proves thatonverges almost surely and that

¥

A jElus1 wjRli< +¥ as.
t=1

Using Eg. (14) we can show that it implies the almost sure convergence pbgitive sum

¥ fi(Dy) ft(Dt):

a
t=1 t+1

Using Lemma 1 and the fact that the functidipgnd f; are bounded and Lipschitz, with a constant
independent of, it is easy to show that the hypotheses of Lemma 8 in Appendix A are satis ed.
Therefore A

fi(Dy)  fi(Dy) t!! vy 0 a.s.

Since f;(D;) converges almost surely, this shows ttigD;) converges in probability to the same
limit. Note that we have in additiojjf; fjjy ! v +¥ O a.s. (see Van der Vaart, 1998, Theorem
19.4 (Glivenko-Cantelli)). Therefore,

f(D) f(Dy) L., 0as

and f(D¢) converges almost surely, which proves the second and third points. |

With Proposition 3 in hand, we can now prove our nal and strongestireasamely that rst-
order necessary optimality conditions are veri ed asymptotically with probaluitity.

Proposition 4 [Convergence to a stationary point].Under assumptiongA) to (C), the distance
betweerD; and the set of stationary points of the dictionary learning problem coeseaimost
surely toO when t tends to in nity.

Proof Since the sequences of matridgsB; are in a compact set, it is possible to extract converg-
ing subsequences. Let us assume for a moment that these sequaneggeoespectively to two
matricesAy andBy. In that caseD; converges to a matri®y in C. Let U be a matrix inR™ K.
Sincef; upperbounds; onR™ ¥ for allt,

f(De+ U)  fi(De+ U):
Taking the limit whert tends to in nity,
fy(Dy+ U) f(Dy+ U):

Let hy > 0 be a sequence tr)at converges to 0. Using a rst order Taylor siggarand using the
fact thatN f is Lipschitz andfy(Dy) = f(Dy) a.s., we have

f(Dy)+ Tr(hUTRfy (Dy)) + o(heU)  f(Dy)+ Tr(hkUTN(Dy))+ o(hU);

and it follows that

1 - A
Tr ——UTNfy(Dy) Tr

—— U"Nf(Dy) :
iiViir iiUdie (Bx)
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Since this inequality is true for &l Nf¥(D¥)— Nf(Dy). A rst-order necessary optimality condi-
tion for Dy being an optimum of¥ is that Nf¥ is in thenormal coneof the setC at Dy (Borwein
and Lewis, 2006). Therefore, this rst-order necessary conditisngri ed for f at Dy as well.
SinceA¢; B; are asymptotically close to their accumulation pointsi f(Dy) is asymptotically close
the normal cone ab; and these rst-order optimality conditions are veri ed asymptotically with
probability one. |

5. Extensions to Matrix Factorization

In this section, we present variations of the basic online algorithm to asldiésrent optimization
problems. We rst present different possible regularization terms&afandD, which can be used
with our algorithm, and then detail some speci c cases such as non-regaditrix factorization,
sparse principal component analysis, constrained sparse codihginamtaneous sparse coding.

5.1 Using Different Regularizers fora

In various applications, different priors for the coef cieatsnay lead to different regularizeyga).
As long as the assumptions of Section 4.1 are veri ed, our algorithm casdmbwith:

Positivity constraints ora that are added to thg-regularization. The homotopy method
presented in Efron et al. (2004) is able to handle such constraints.

The Tikhonov regularizatiory, (a) = %jj ajj3, which does not lead to sparse solutions.

The elastic net (Zou and Hastie, 200%)a) = | 1jjajj1 + '72jj ajj3, leading to a formulation
relatively close to Zou et al. (2006).

The group Lasso (Yuan and Lin, 2006; Turlach et al., 2005; BaddBR9 (a) = &, jjaijj 2,
wherea; is a vector corresponding to a group of variables.

Non-convex regularizers such as thepseudo-norm, , pseudo-norm withp < 1 can be used as
well. However, as with any classical dictionary learning techniques explaitimgconvex regular-
izers (e.g., Olshausen and Field, 1997; Engan et al., 1999; Aharby2&G6), there is no theoretical
convergence results in these cases. Note also that convex smootkiagapian of sparse regulariz-
ers (Bradley and Bagnell, 2009), or structured sparsity-inducingaegers (Jenatton et al., 2009a;
Jacob et al., 2009) could be used as well even though we have notttested

5.2 Using Different Constraint Sets for D

In the previous subsection, we have claimed that our algorithm could lobewigedifferent regu-
larization terms om. For the dictionary learning problem, we have consideredargularization

on D by forcing its columns to have less than unitnorm. We have shown that with this constraint
set, the dictionary update step can be solved ef ciently using a bloclkdomaie descent approach.
Updating thej-th column ofD, when keeping the other ones xed is solved by orthogonally pro-
jecting the vectouj = dj +(1=A[j; j])(bj Daj) on the constraint séE, which in the classical
dictionary learning case amounts to a projection pbn the ,-ball.
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It is easy to show that this procedure can be extended to differenexaonstraint set€°
as long as the constraints are a union of independent constraints orcaanin of D and the
orthogonal projections of the vectargonto the se€%can be done ef ciently. Examples of different
setsC’that we propose as an alternativeGare

The “non-negative” constraints:
C’=fD2R™ K s.t. 8j= 1;:::;k jidjjjiz 1 andd; Og:
The “elastic-net” constraints:
YipD2RM™ K st 8= 1:::::k jidjjis+ djdjjis 1o

These constraints induce sparsity in the dictioriauyn addition to the sparsity-inducing reg-
ularizer on the vectora;). By analogy with the regularization proposed by Zou and Hastie
(2005), we call these constraints “elastic-net constraints.” Hgiea new parameter, con-
trolling the sparsity of the dictionay. Adding a non-negativity constraint is also possible in
this case. Note that the presence of theegularization is important here. It has been shown
by Bach et al. (2008) that using thg-norm only in such problems lead to trivial solutions
whenk is large enough. The combination gfand™, constraints has also been proposed re-
cently for the problem of matrix factorization by Witten et al. (2009), but itighdly different
setting.

The “fused lasso” (Tibshirani et al., 2005) constraints. When one ldngdor a dictionary
whose columns are sparse and piecewise-constant, a fused ladsnizatjon can be used.
For a vectou in R™, we consider thé;-norm of the consecutive differenceswotienoted by

FLW Y & juil ui 1
i=2

and de ne the “fused lasso” constraint set
C¥tp2 R™ K st. 8= 115k jidjji3+ ajdjjis+ @FL(d) 1g

This kind of regularization has proven to be useful for exploiting genormia duch as CGH
arrays (Tibshirani and Wang, 2008).

In all these settings, replacing the projections of the vectpoto the »-ball by the projections
onto the new constraints, our algorithm is still guaranteed to convergerahd stationary point
of the optimization problem. The orthogonal projection onto the “non negalbia# is simple
(additional thresholding) but the projection onto the two other sets is slightle imgolved. In
Appendix B, we propose two algorithms for ef ciently solving these problefibe rst one is
presented in Section B.1 and computes the projection of a vector onto the-aktstionstraint
in linear time, by extending the ef cient projection onto theball from Maculan and de Paula
(1989) and Duchi et al. (2008). The second one is a homotopy methmch wolves the projection
on the fused lasso constraint sefd(ks), wheresis the number of piecewise-constant parts in the
solution. This method also solves ef ciently the fused lasso signal appreiximaroblem presented
in Friedman et al. (2007):

min Zjib  uji3+ aujjujjs+ @FL(u)+ jjuijjs:
u2Rn 2
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Being able to solve this problem ef ciently has also humerous applications hvarg beyond the
scope of this paper. For instance, it allows us to use the fast algorithmsdéibv (2007) for solving
the more general fused lasso problem (Tibshirani et al., 2005). Ndtt#hthproposed method could
be used as well with more complex constraints for the columr3, afhich we have not tested in
this paper, addressing for instance the problem of structured spasrséJenatton et al., 2009b).

Now that we have presented a few possible regularizera fand D, that can be used within
our algorithm, we focus on a few classical problems which can be formudatddttionary learning
problems with speci ¢ combinations of such regularizers.

5.3 Non Negative Matrix Factorization

matrix factorization problem (NMF), which consists of minimizing the followingtcos
min A lix Daj2stD 080 a o
D2C;a2RK ngl ol W2 st A
With this formulation, the matri¥ and the vectora; are forced to have non negative components,
which leads to sparse solutions. When applied to images, such as faeesd_-8eung (2001) have
shown that the learned features are more localized than the ones leathedalassical singular
value decomposition. As for dictionary learning, classical approadvesddressing this problem
are batch algorithms, such as the multiplicative update rules of Lee and &001j, or the pro-
jected gradient descent algorithm of Lin (2007).
Following this line of research, Hoyer (2002, 2004) has proposednegative sparse coding
(NNSC), which extends non-negative matrix factorization by adding esgpanducing penalty to
the objective function to further control the sparsity of the vectors

R I S .
min —jjxi Daijjj5+ | ai st.D O;8i; a; O
D2C;a2Rk ng'l 2JJ ! ill2 E-l ili] i

Whenl = 0, this formulation is equivalent to NMF. The only difference with the dictigri@arning
problem is that non-negativity constraints are impose®@md the vectora;. A simple modi ca-
tion of our algorithm, presented above, allows us to handle these constveiiltssguaranteeing to
nd a stationary point of the optimization problem. Moreover, our apprazshwork in the setting
whenn is large.

5.4 Sparse Principal Component Analysis

Principal component analysis (PCA) is a classical tool for data analykish can be interpreted
as a method for nding orthogonal directions maximizing the variance of tha, da as a low-
rank matrix approximation method. Jolliffe et al. (2003), Zou et al. (208Bspremont et al.
(2007), d'Aspremont et al. (2008), Witten et al. (2009) and ZassSirashua (2007) have proposed
different formulations for sparse principal component analysis (SP@Aich extends PCA by
estimating sparse vectors maximizing the variance of the data, some of thaséations enforcing
orthogonality between the sparse components, whereas some do not. paghis we formulate
SPCA as a sparse matrix factorization which is equivalent to the dictionamyinggoroblem with
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eventually sparsity constraints on the dictionary—that is, we use;thegularization term foa
and the “elastic-net” constraint f@ (as used in a penalty term by Zou et al. 2006):

n
min Q =jjXi Daiu§+ljjaiul s.t.8j= 15k udju%+gjdjjjl 1:
a2rk n, =y 2

As detailed above, our dictionary update procedure amounts to sueres$iogonal projection of
the vectorsi;j on the constraint set. More precisely, the update;dfecomes

.
Alj; il
d; aggg;irijuj dji3 s.t. jidji3+ didjjis  1;

uj (b; Daj)+ dj;

which can be solved in linear time using Algorithm 3 presented in Appendix Bdttition to that,
our SPCA method can be used with fused Lasso constraints as well.

5.5 Constrained Sparse Coding

Constrained sparse coding problems are often encountered in the |geragr lead to different
loss functions such as
“dx;D)= minjix Dajj3 s.t. jjajii T; (15)
a2Rk
or
“0%x;D) = minjjajj; st jjx Dajj3 € (16)
a2Rk

whereT ande are pre-de ned thresholds. Even though these loss functions leaduteatsmt
optimization problems in the sense that for give® andl , there exise andT such that (x; D),
*qx; D) and %x; D) admit the same solutioa’, the problems of learnin® using", “%of ~®are

not equivalent. For instance, usifi$has proven experimentally to be particularly well adapted to
image denoising (Elad and Aharon, 2006; Mairal et al., 2008b).

For all T, the same analysis as forcan be carried for® and the simple modi cation which
consists of computing; using Eq. (15) in the sparse coding step leads to the minimization of the
expected cost migpc Ex[ {x; D)].

Handling the casé%is a bit different. We propose to use the same strategy asfethat is,
using our algorithm but computing; solving Eq. (16). Even though our analysis does not apply
since we do not have a quadratic surrogate of the expected costinegptal evidence shows that
this approach is ef cient in practice.

5.6 Simultaneous Sparse Coding

In some situations, the signatsare not i.i.d samples of an unknown probability distribution, but
are structured in groups (which are however independent fromatheh), and one may want to ad-
dress the problem of simultaneous sparse coding, which appears alsditerttture under various
names such as group sparsity or grouped variable selection (Cotte2€04&; , Turlach et al., 2005;
Yuan and Lin, 2006; Obozinski et al., 2009, 2008; Zhang et al., 200&p et al., 2006; Tropp,

positions of the signals on the dictionabythat share the same active set (non-zero coef cients).
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joint sparsityis to penalize the number of non-zero rowsaofA classical convex relaxation of this
joint sparsity measure is to consider the-norm on the matriva

k
e e M o .. ..
jiajiiz= a jialjz
=1
wherea! is the j-th row ofa. In that setting, thei.o-norm ofa is the 1-norm of the ,-norm of
the rows ofa.
The problem of jointly decomposing the signaj€an be written as &.,-sparse decomposition

problem, which is a subcase of the group Lasso (Turlach et al., 20@81 &nd Lin, 2006; Bach,
2008), by de ning the cost function

00:D)= min S[iX DajiZ+ | jjajj1z;
a2Rk a2

which can be computed using a block-coordinate descent approdetr(fan et al., 2007) or an
active set method (Roth and Fischer, 2008).

and are independent from each other and identically distributed, orlearairan adapted dictionary
by solving the optimization problem

18
ﬁa “9%;;D):

i=1

Being able to solve this optimization problem is important for many applicationsinstance, in
Mairal et al. (2009c), state-of-the-art results in image denoising amdsi@icking are achieved with
this formulation. The extension of our algorithm to this case is relatively easyputing at each
sparse coding step a matrix of coef ciertsand keeping the updates &f andB; unchanged.

All of the variants of this section have been implemented. Next section evalaatee of
them experimentally. An ef cient C++ implementation with a Matlab interface ofé¢hesiants is
available on the Willow project-team web pagt://www.di.ens.friwillow/SPAMS/

6. Experimental Validation

In this section, we present experiments on natural images and genomic datadastrate the ef -
ciency of our method for dictionary learning, non-negative matrix facaion, and sparse principal
component analysis.

6.1 Performance Evaluation for Dictionary Learning

For our experiments, we have randomly selecte2b1 1P patches from images in the Pascal
VOC'06 image database (Everingham et al., 2006), which is composeariedvnatural images;
10° of these are kept for training, and the rest for testing. We used thesieegdo create three data
setsA, B, andC with increasing patch and dictionary sizes representing various settirigh are
typical in image processing applications: We have c%ntered and normalepdttthes to have unit
“»-norm and used the regularization paraméter 1:2=" min all of our experiments. The=l m
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Data set| Signal sizem Nb k of atoms| Type
A 8 8=64 256 b&w
B 12 12 3=432 512 color
C 16 16= 256 1024 b&w

term is a classical normalization factor (Bickel et al., 2009), and the cankfahas shown to yield
about 10 nonzero coef cients for data set A and 40 for data sets BCaimdthese experiments.
We have implemented the proposed algorithm in C++ with a Matlab interface. Altethats
presented in this section use the re nements from Section 3.4 since this ldasngarically to
speed improvements. Although our implementation is multithreaded, our experihamdeen
run for simplicity on a single-CPU, single-core 2.66Ghz machine.

The rst parameter to tune is, the number of signals drawn at each iteration. Trying different
powers of 2 for this variable has shown tiat 512 was a good choice (lowest objective function
values on the training set—empirically, this setting also yields the lowest valudsedest set).
Even though this parameter is fairly easy to tune since values of 64, 18&b1024 have given
very similar performances, the difference with the chdice 1 is signi cant.

Our implementation can be used in both the online setting it is intended for, and gulare
batch mode where it uses the entire data set at each iteration. We have dsoemged a rst-
order stochastic gradient descent algorithm that shares most of itsvithdeur algorithm, except
for the dictionary update step. This setting allows us to draw meaningful aisopa between our
algorithm and its batch and stochastic gradient alternatives, which wowdddesen dif cult other-
wise. For example, comparing our algorithm to the Matlab implementation of the Bpprbach
from Lee et al. (2007) developed by its authors would have been wgifaie our C++ program has
a built-in speed advantadeTo measure and compare the performances of the three tested meth-
ods, we have plotted the value of the objective functiortentest setacting as a surrogate of the
expected cost, as a function of the corresponding training time.

6.1.1 ONLINE VS. BATCH

The left column of Figure 1 compares the online and batch settings of our impietios. The full
training set consists of $Gamples. The online version of our algorithm draws samples from the
entire set, and we have run its batch version on the full data set as welbsets of size ¥0and
10° (see Figure 1). The online setting systematically outperforms its batch cparttéor every
training set size and desired precision. We use a logarithmic scale forrigutation time, which
shows that in many situations, the difference in performance can be draatitar experiments
have given similar results on smaller data sets. Our algorithm uses all thetgpgérom Section
3.4. The parametar was chosen by trying the valuesg)10; 15; 20; 25, andtg by trying different
powers of 10. We have selectéd = 0:00%r = 15), which has given the best performance in
terms of objective function evaluated on the training set for the three deta\8& have plotted
three curves for our methodL1 corresponds to the optimal settiiig = 0:00%r = 15). Even
though tuning two parameters might seem cumbersome, we have plotted twourtres showing
that, on the contrary, our method is very easy to use. The @ir2e corresponding to the setting

8. Both LARS and the feature-sign algorithm (Lee et al., 2007) requiaege number of low-level operations which
are not well optimized in Matlab. We have indeed observed that our C+teimgntation of LARS is up to 50 times
faster than the Matlab implementation of the feature-sign algorithm of Lde(@087) for our experiments.
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(to = 0:00L%r = 10), is very dif cult to distinguish from the rst curve and we have obsetve
similar behavior with the settinffp = 0:00Lr = 20). showing that our method i®bust to the
choice of the parametear. We have also observed that the parametisruseful for large data sets
only. When using smaller ones ( 100 000), it did not bring any bene t.

Moreover, the curvé®L3 is obtained without using a tuned paramdterthat is,r = 15 and
to = 0, and shows that its in uence is very limited since very good results aréengotavithout using
it. On the other hand, we have observed that using a paratgéterbig, could slightly slow down
our algorithm during the rst epoch (cycle on the training set).

6.1.2 GOMPARISON WITHSTOCHASTIC GRADIENT DESCENT

Our experiments have shown that obtaining good performance with stmchesdient descent
requires using both the mini-batch heuristind carefully choosing a learning rate of the form
a=(ht + b). To give the fairest comparison possible, we have thus optimized thema@iars. As
for our algorithm, samplingy values among powers of 2 (as before) has shownhtbab12 was a
good value and gives a signi cant better performance thanl.

In an earlier version of this work (Mairal et al., 2009a), we have psegaca strategy for our
method which does not require any parameter tuning except the minitbatets compared it with
the stochastic gradient descent algorithm (SGD) with a learning rate obittmea=(ht). While our
method has improved in performance using the new parame®GD has also proven to provide
much better results when using a learning rate of the faxtht + b) instead ofa=(ht), at the cost
of an extra parametdrto tune. Using the learning rage(ht) with a high value foma results indeed
in too large initial steps of the algorithm increasing dramatically the value of tieetble function,
and a small value od leads to bad asymptotic results, while a learning rate of the &erht + b)
is a good compromise.

We have tried different powers of 10 farandb. First selected the coupla &€ 100,000,b =
100,000) and then re ned it, trying the values L@®O 2 fori= 3;:::;3. Finally, we have
selecteda= 200,000 b= 400 000. As shown on the right column of Figure 1, this setting repre-
sented by the curvBG1 leads to similar results as our method. The cu8@2 corresponds to the
parameterga = 400,000 b= 400 000 and shows that increasing slightly the paramaterakes
the curves worse than the others during the rst iterations (see for icesthe curve between 1 and
107 seconds for data set A), but still lead to good asymptotic results. The 8@¥ corresponds
to a situation whera andb are slightly too smal{a= 50;000, b= 100 000. It is as good asG1
for data sets A and B, but asymptotically slightly below the others for data.satl e curves
are obtained as the average of three experiments with different initializatiotesestingly, even
though the problem is not convex, the different initializations have led tp sietilar values of the
objective function and the variance of the experiments was always insigmti after 10 seconds of
computations.

6.2 Non Negative Matrix Factorization and Non Negative Sparse Giing

In this section, we compare our method with the classical algorithm of Lee emadgS2001) for
NMF and the non-negative sparse coding algorithm of Hoyer (2002 MSC. The experiments
have been carried out on three data sets with different sizes:

Data set D is composed of= 2;429 face images of sizm= 19 19 pixels from the the
MIT-CBCL Face Database #1 (Sung, 1996).
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Figure 1: Left: Comparison between our method and the batch approadicfionary learning.
Right: Comparison between our method and stochastic gradient descenestits are
reported for three data sets as a function of computation time on a logarithrigc Note
that the times of computation that are less thds @re not reported. See text for details.
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Data set E is composed of= 2;414 face images of sizem= 192 168 pixels from the
Extended Yale B Database (Georghiades et al., 2001; Lee et al., 2005).

Data set F is composed nf= 100 000 natural image patches of sime= 16 16 pixels from
the Pascal VOC'06 image database (Everingham et al., 2006).

We have used the Matlab implementations of NMF and NNSC of P. Hoyer, whichieely avail-
able athttp://www.cs.helsinki.fi/lu/phoyer/software.htm| . Even though our C++ imple-
mentation has a built-in advantage in terms of speed over these Matlab implemextatast of
the computational time of NMF and NNSC is spent on large matrix multiplications, varehyp-
ically well optimized in Matlab. All the experiments have been run for simplicity omgle-CPU,
single-core 2.4GHz machine, without using the parametensdty presented in Section 3.4—that
is,r = 0 andtp = 0. As in Section 6.1, a minibatch of sihe= 512 is chosen. Following the original
experiment of Lee and Seung (2001) on data set D, we have chosanrtk e 49 basis vectors for
the face images data sets D and E, and we have chosed for data set F. Each input vector is
normalized to have unit-norm.

The experiments we present in this section compare the value of the objectiten on the
data sets obtained with the different algorithms as a function of the computation $Simee our
algorithm learns the matri® but does not provide the matré the computation times reported for
our approach include two steps: First, we run our algorithm to olaiBecond, we run one sparse
coding step over all the input vectors to obtainFigure 2 presents the results for NMF and NNSC.
The gradient step for the algorithm of Hoyer (2002) was optimized for &t performance and
was set ta@lﬁ. Both D anda were initialized randomly. The values reported are those obtained for
more than @ls of computation. Since the random initialization provides an objective vahichw
is by far greater than the value obtained at convergence, the cumresl druncated to present
signi cant objective values. All the results are obtained using the aeeoh@ experiments with
different initializations. As shown on Figure 2, our algorithm provides aisignt improvement in
terms of speed compared to the other tested methods, even though the oesuld=fand NNSC
could be improved a bit using a C++ implementation.

6.3 Sparse Principal Component Analysis

We present here the application of our method addressing SPCA with sayjpess of data: faces,
natural image patches, and genomic data.

6.3.1 FACES AND NATURAL PATCHES

In this section, we compare qualitatively the results obtained by PCA, NMIgiotonary learning

and our sparse principal component analysis algorithm on the data seltsnuSection 6.2. For
dictionary learning, PCA and SPCA, the input vectors are rst centaretinormalized to have a
unit norm. Visual results are presented on gures 3, 4 and 5, respéctor the data sets D, E and F.
The parameter for dictionary learning and SPCA was set so that the decomposition ofieach
signal has approximately 10 nonzero coef cients. The results for SR@Aresented for various
values of the parametey yielding different levels of sparsity. The scataindicates the percentage

of nonzero values of the dictionary.

Each image is composed bEmall images each representing one learned feature vector. Nega-

tive values are blue, positive values are red and the zero valuepaeseated in white. Con rming
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Figure 2: Left: Comparison between our method and the approach ofice&eung (2001) for
NMF. Right: Comparison between our method and the approach of Ho@ée)Zor
NNSC. The value of the objective function is reported for three data setdunction of
computation time on a logarithmic scale.
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earlier observations from Lee and Seung (2001), PCA systematicaliiyipes features spread out
over the images, whereas NMF produces more localized features orcthddtabases D and E.
However, neither PCA, nor NMF are able to learn localized features osethaf natural patches F.
On the other hand, the dictionary learning technique is able to learn locatiatdés on data set F,
and SPCA is the only tested method that allows controlling the level of sparsitygthe learned
matrices.

6.3.2 GENOMIC DATA

This experiment follows Witten et al. (2009) and demonstrates that our matongposition tech-
nigue can be used for analyzing genomic data. Gene expression nmeastgeand DNA copy
number changes (comparative genomic hybridization CGH) are two polyples of data in ge-
nomic research, which can be used to characterize a set of abnormal S@m®ples for instance.
When these two types of data are available, a recent line of researclotaesalyze the correla-
tion between them—that is, to determine sets of expression genes whichriegiated with sets
of chromosomal gains or losses (see Witten et al., 2009 and referemcei}h Let us suppose
that forn tissue samples, we have a matixn R" P of gene expression measurements and a ma-
trix Y in R" 9 of CGH measurements. In order to analyze the correlation between thesetsaaf
data, recent works have suggested the use of canonical correliasilysia (Hotelling, 1936), which
solve$
u2|£rpl;|ngq cou(Xu;YV) s.t.jjXujjz 1 andjjYvjjz L
WhenX andY are centered and normalized, it has been further shown that with this tylaeao
good results can be obtained by treating the covariance maxicésandY 'Y as diagonal, leading
to a rank-one matrix decomposition problem
uzg;;ingqijTY w'jjig st jjujz 1 andjjvjjiz I

Furthermore, as shown by Witten et al. (2009), this method can benanrt parse regularizers
such as thé; norm for the gene expression measurements and a fused lasso for thar€s,
which are classical choices used for these data. The formulation wehasen is slightly different
from the one used by Witten et al. (2009) and can be addressed usiatgotithm:

min _jiYTX  wu'jiE + 1 jjujiz st jjvii3+ auiviia + @FL(v) L 17)

u2RP;v2RA

In order to assess the effectivity of our method, we have conducteduthe sxperiment as Witten
et al. (2009) using the breast cancer data set described by Chif28@8), consisting ofj= 2;148
gene expression measurements pad16;962 CGH measurements foe= 89 tissue samples. The
matrix decomposition problem of Eq. (17) was addressed once for é#oh 23 chromosomes, us-
ing each time the CGH data available for the corresponding chromosome,eagédrtd expression
of all genes. Following the original choice of Witten et al. (2009), we hselected a regulariza-
tion parametet resulting in about 25 non-zero coef cients i and selecteds = ¢ = 1, which
results in sparse and piecewise-constant veatoihe original matrice$X;Y) are divided into a
training set(Xy; Yy;) formed with 3=4 of then samples, keeping the rest;e; Yte) for testing. This

9. Note that when more than one couple of factors are needed, twersszsu1; up;::: andvy;Vvy;::: of factors can be
obtained recursively subject to orthogonality constraints of the seqa&ing; Xu,;::: andYvy;Yvy;: ..
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Figure 3: Results obtained by PCA, NMF, dictionary learning, SPCA fta dat D.
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(a) PCA (b) SPCAt = 70%
(c) NMF (d) SPCAt = 30%
(e) Dictionary Learning (f) SPCA,t = 10%

Figure 5: Results obtained by PCA, NMF, dictionary learning, SPCA fta dat F.
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experiment is repeated for 10 random splits, for each chromosome & aofufactors(u;v) are
computed, and the correlations doty; u; Y v) and corfX;eU; YeVv) are reported on Figure 6. The
average standard deviation of the experiments results W889for the training set and1891 for
the test set.

Comparing with the original curves reported by Witten et al. (2009) for thefralized matrix
decomposition (PMD) algorithm, our method exhibits in general a performsimitar as PMD
Nevertheless, the purpose of this section is more to demonstrate that oudroathbe used with
genomic data than comparing it carefully with PMD. To draw substantial cereia about the
performance of both methods, more experiments would of course becheede

Genomic Experiment: Correlation Analysis

Correlat
o
(@3]

o
~
T

0.3r .
-A- Train PMD
0.2r Test PMD |7
01l —8—Train OL
' —6—Test OL
0 l l l l
5 10 15 20

Chromosome

Figure 6: SPCA was applied to the covariance matrix obtained from thetlmaaser data (Chin
et al., 2006). A fused lasso regularization is used for the CGH dataofthen samples
are used as a training set, keeping the rest for testing. Average tiomslérom 10
random splits are reported for each of the 23 chromosomeBMDr(Witten et al., 2009)
and our method denoted Ioy.

10. The curves for PMD were generated with the R software packaijalale athttp://cran.r-project.org/web/
packages/PMA/index.html and a script provided by Witten et al. (2009).
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Figure 7: Inpainting example on a 12-Megapixel image. Top: Damagedestolred images. Bot-
tom: Zooming on the damaged and restored images. Note that the picturegeiddssre
have been scaled down for display. (Best seen in color).

6.4 Application to Large-Scale Image Processing

We demonstrate in this section that our algorithm can be used for a dif cigedacale image
processing task, namely, removing the terpé&inting from the damaged 12-Megapixel image
of Figure 7. Using a multi-threaded version of our implementation, we haveddax dictionary
with 256 elements from the roughly 710° undamaged 12 12 color patches in the image with
two epochs in about 8 minutes on a 2.4GHz machine with eight cores. Ondetibeaty has been
learned, the text is removed using the sparse coding technique for ingaihttairal et al. (2008b).
Our intent here is of courgeotto evaluate our learning procedure in inpainting tasks, which would
require a thorough comparison with state-the-art techniques on stasatardets. Instead, we just
wish to demonstrate that it can indeed be applied to a realistic, non-trivial ipragessing task on
a large image. Indeed, to the best of our knowledge, this is the rst time tb@brary learning
is used for image restoration on such large-scale data. For comparisatictitonaries used for
inpainting in Mairal et al. (2008b) are learned (in batch mode) on 200,86hes only.
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7. Conclusion

We have introduced in this paper a new stochastic online algorithm for Igedidtionaries adapted
to sparse coding tasks, and proven its convergence. Experiments stestwihat it is signi cantly
faster than batch alternatives such as Engan et al. (1999), Ahaabr{2006) and Lee et al. (2007)
on large data sets that may contain millions of training examples, yet it doesquiter a careful
learning rate tuning like regular stochastic gradient descent methodsoMar we have extended
it to other matrix factorization problems such as non negative matrix factoriz atnal we have pro-
posed a formulation for sparse principal component analysis whicheanlied ef ciently using
our method. Our approach has already shown to be useful for imaipeatésn tasks such as de-
noising (Mairal et al., 2009c); more experiments are of course neededtay assess its promise in
bioinformatics and signal processing. Beyond this, we plan to use thegegdpearning framework
for sparse coding in computationally demanding video restoration taskdgiPand Elad, 2009),
with dynamic data sets whose size is not xed, and extending this framewalike¢oent loss func-
tions (Mairal et al., 2009b) to address discriminative tasks such as imagge cddion, which are
more sensitive to over tting than reconstructive ones.
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Appendix A. Theorems and Useful Lemmas

We provide in this section a few theorems and lemmas from the optimization anahjilityditera-
ture, which are used in this paper.

Theorem 5 [Corollary of Theorem 4.1 from Bonnans and Shapiro (199), due to Danskin
(1967)].

Let f:RP RY! R. Suppose that for at 2 RP the function {x;:) is differentiable, and that f and
N, f(x; u) the derivative of {x;:) are continuous oRP RY. Let(u) be the optimal value function
v(u) = mingc f(x;u), where C is a compact subset®?. Then yu) is directionally differentiable.
Furthermore, if forug 2 RY, f(:;ug) has a unique minimizeg, then \{u) is differentiable inug and
Nuv(ug) = Ny f(Xo; Uo).

Theorem 6 [Suf cient condition of convergence for a stochastic pcess, see Bottou (1998) and
references therein (Metivier, 1983; Fisk, 1965)].

Let W,F ,P) be a measurable probability space, tort 0, be the realization of a stochastic
process andr; be the ltration determined by the past information at time t. Let

1 if Elw+r wjF]> 0;
0 otherwise.

=
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Ifforallt,us Oanda._E[d(u+1 u)]<¥,thenyisaquasi-martingale and converges almost

surely. Moreover, y

A Elus1 wiRli< +¥ as.

t=1
Lemma 7 [A corollary of Donsker theorem see Van der Vaart, 1998chap. 19.2, lemma 19.36
and example 19.7].
LetF=ffy:c! R;q2 Qgbe aset of measurable functions indexed by a bounded sQusdr".
Suppose that there exists a constant K such that

(¥ fe(¥)j  Kijar a2

for everyg; andqgz in Q and x inc. Then, F is P-Donsker (see Van der Vaart, 1998, chap. 19.2).
Forany f in F, Let us de nd,f, Pf andG,f as

1
Pf = =,

cg1f(Xi); Pf = Ex[f(X)]; an=pﬁ(Pnf Pf):
=1

Let us also suppose that for all P2 < d? andjj fjjy < M and that the random elementg; Xo;: :
are Borel-measurable. Then, we have

EpjiGniir = O(1);
wherejjGpjjr = sup,g jGnfj. For a more general variant of this lemma and additional explana-

tions and examples, see Van der Vaart (1998).

Lemma 8 [A simple lemma on positive converging sums].
Let a,, by be two real sequences such that for all 5, a0;b, 0, &= a, = ¥, /- anbn < ¥,
9K > 0 s.t. jbpe1  bpj < Kap. Thenlimy +y by = 0.

Proof The proof is similar to Bertsekas (1999, prop 1.2.4). |

Appendix B. Ef cient Projections Algorithms

In this section, we address the problem of ef ciently projecting a vectty two sets of constraints,
which allows us to extend our algorithm to various other formulations.

B.1 A Linear-time Projection on the Elastic-Net Constraint

Let b be a vector oR™. We consider the problem of projecting this vector onto the elastic-net
constraint set:
min }J'J'b U3 st jjuis+ juii3  t: (18)
u2Rm 2 2
To solve ef ciently the casg> 0, we propose Algorithm 3, which extends Maculan and de Paula
(1989) and Duchi et al. (2008), and the following lemma which shows tlsal\ites our problem.

Lemma 9 [Projection onto the elastic-net constraint set].
Forbin R™ g 0Oandt > 0, Algorithm 3 solves Eq. (18).
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Proof First, if b is a feasible point of (18), thelmis a solution. We suppose therefore that it is not
the case—that i§bjj1 + Jjjbjj3 > t. Let us de ne the Lagrangian of (18)

9
2
Fora xed!| , minimizing the Lagrangian with respectiuadmits a closed-form solution?(l ), and
a simple calculation shows that, for §ll

L(u;1)= 3iib ujiz+ 1 jiujia+ Sjjujiz t o

sign(b[jl)(jb[jli 1)*.
1+1g '

u’()li]=

Eqg. (18) is a convex optimization problem. Since Slater's conditions areegdnd strong duality
holds, it is equivalent to the dual problem

rlnaoxL(U'(I );1):

Sincel = 0 is not a solution, denoting by’ the solution, the complementary slackness condition
implies that

)i+ gjj u’(1 Mjjz = t: (19)
Using the closed form ofi’(1 ) is possible to show that the function! jj u’(l )jj+ Siju®(l)ji3,
is strictly decreasing with and thus Eqg. (19) is a necessary and suf cient condition of optimality
for | . After a short calculation, one can show that this optimality condition is elguntvéo
o A I gI ..
Tz a  Jblli+ Siblle 11+ = =t
(1+19)% 51, 2 2
whereS(I )= fj s.t.jb[j]j |g. Suppose tha®(l ?) is known, ther ? can be computed in closed-

form. To nd 1 ?), itis then suf cient to nd the indexk such tha(| ?) = (jb[K]j), which is the
solution of

a iblili+ gjb[j]j2 j blklj 1+
j2S(jbIK]j)

Lines 4 to 14 of Algorithm 3 are a modi cation of Duchi et al. (2008) to addré¢his problem.
A similar proof as Duchi et al. (2008) shows the convergence to the solafithis optimization
problem inO(m) in the average case, and lines 15 to 18 of Algorithm 3) comppUgdter thatS(l ?)
has been identi ed. Note that settiggo O leads exactly to the algorithm of Duchi et al. (2008.

max jblk]j s.t gbz[k]‘

. % <t:
k2f 1;::mg (1+ jblkljg)

As for the dictionary learning problem, a simple modi cation to Algorithm 3 allowsaisandle
the non-negative case, replacing the scglaligj by maxb[j]; 0) in the algorithm.

B.2 A Homotopy Method for Solving the Fused Lasso Signal Approximabn

Letb be a vector oR™. We de ne, following Friedman et al. (2007), the fused lasso signal@pp
imation problemP(q1; ®; ®):

min Zjib  ujj3+ aijjujis+ @ FL(u)+ %u ujj; (20)
u2Rm 2 2
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Algorithm 3 Ef cient projection on the elastic-net constraint.
Require: t 2 R; g2 R; b2 R™,

1. if jjbjj1+ gjjbjjg t then

2. Returnu b.

3: else

4. U f L;:::omg;s O;r 0.
5. whileU 6 0do

6: Pickk 2 U at random.

7 PartitionU:

G=fj2U st jb[jli j blKljg;
L=fj2U s.t jb[jlj < jb[Klig:

8: Dr j Gj;Ds  &jz6ibljli+ Jibljli*.

9: if s+ Ds (r+ Dr)(1+ gjb[k]j)jb[k]j < t(1+ gb[K]j)? then
10: s s+ Dsr Dr;U L.

11: else

12: U Gnfkg.

13: end if

14:  end while
15 a gt+Ir,
16: b 2gt+r,
c
I

17: t $
18: b+ b dac
19:

sign(b[j1)(ib[ili 1)*
1+1g

8j=1;:::;nulj]

20: Return u.
21: end if

the only difference with Friedman et al. (2007) being the addition of the lzstiatic term. The
method we propose to this problem is a homotopy, which sdR{¢g;;tg2;tgs) for all possible
values oft. In particular, for alle, it provides the solution of the constrained problem

min Zjib  ujj3 st ijuijs+ @FLW+ Zjiuj3 e (21)
u2Rm 2 2
The algorithm relies on the following lemma

Lemma 10 Letu?(or; ;&) be the solution of Eq. (20), for speci ¢ values@fe; gs. Then

U2 %) = U (9 ®:0).

Foralli, u(g1; &; O)[i] = sign(u”(0; &; O)[i]) max(ju”(0; &; O)[i]j | 1;0)—thatisu’(g1; %;0)
can be obtained by soft thresholdingu{0; g; 0).
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The rst point can be shown by short calculation. The second onedgeprin Friedman et al.
(2007) by considering subgradient optimality conditions. This lemma show§ thrae knows the
solution of P(0; g; 0), thenP(a1; ; a3) can be obtained in linear time.

It is therefore natural to consider the simpli ed problem

1 .o _
min Sijb - ujjz+ @ FL(u): (22)
With the change of variabkg1] = u[1] andv[i]= u[i] u[i 1]fori> 1, this problem can be recast
as a weighted Lasso
1. o QL
min b Dvjj3+ & wijv{ilj; (23)
v2R™ 2 iZ1
wherew; = 0 andw; = g fori> 1, andD[i; j]= 1ifi j and O otherwise. We propose to use
LARS (Efron et al., 2004) and exploit the speci ¢ structure of the mairito make this approach
ef cient, by noticing that:

For a vectow in R™, computinge= Dw requiresO(m) operations instead @(nv), by using
the recursive formula[1] = w[1], €]i + 1] = w[i]+ €]i].

For a vectow in R", computinge= D"w requiresO(m) operations instead ad(m?), by
using the recursive formukgn] = win], i 1] = w[i 1]+ €i].

0 1
c1 c1 0 i 0 0
Ci Ct+C C, i 0 0
C; Crt+cCc3 . 0 0
(D&De) = ;
0 0 0 2l Cp2tCp1 Cp 1
wherecp = - andc = ;1 fori< p.

This allows the implementation of this homotopy method without using matrix inversichalesky
factorization, solving Eg. (23) i@(m9 operations, whersis the number of non-zero values of the
optimal solutionv.11

Adapting this method for solving Eq. (21) requires following the regularipapath of the
problemsP(0;tg»; 0) for all values oft, which provides as well the regularization path of the prob-
lem P(tl 1;tl 2;tl 3) and stops whenever the constraint becomes unsatis ed. This precstilr
requiresO(ms operations.

Note that in the casg = 0 andgs = 0, when only the fused-lasso term is present in Eq (20),
the same approach has been proposed in a previous work by HareimaolLevy-Leduc (2008),
and Harchaoui (2008) to solve Eq. (22), with the same tricks for improthegef ciency of the
procedure.

11. To be more precise,is the number of kinks of the regularization path. In pract&e roughly the same as the
number of non-zero values of the optimal solution
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