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Abstract

Featureselectionis the taskof choosinga small subseif featureshatis sufcient to predictthe
targetlabelswell. Here,insteadbf trying to directly determinevhich featuresarebetter we attempt
to learnthepropertiesof goodfeatures For this purposeve assumehateachfeatureis represented
by a setof propertiesreferredto asmeta-featues This approackenablegredictionof the quality
of featureswithout measuringheir value on the training instances.We usethis ability to devise
new selectiomalgorithmsthatcanef ciently searctfor new goodfeaturesn the presencef ahuge
numberof featuresandto dramaticallyreducethe numberof featuremeasurementseeded.We
demonstrateur algorithmson a handwrittendigit recognitionproblemanda visual objectcate-
gory recognitionproblem. In addition, we shav how this novel viewpoint enablesderivation of
bettergeneralizatiorboundsfor thejoint learningproblemof selectiorandclassi cation,andhow
it contritutesto a betterunderstandingf the problem.Speci cally, in the context of objectrecog-
nition, previous works shavedthatit is possibleto nd onesetof featureswhich ts mostobject
catgyories(akaa universal dictionary). Herewe useour framework to analyzeonesuchuniversal
dictionaryand nd thatthe quality of featuresin this dictionarycanbe predictedaccuratelyby its
meta-features.

Keywords: featureselectionunobseredfeaturesmeta-features

1. Intr oduction

In mary supervisedearningtasksthe input is representedy a very large numberof features,
mary of which arenot neededor predictingthe labels. Featule selectionis the taskof choosinga
smallsubsebf featureghatis sufcient to predictthetametlabelswell. The main motivationsfor
featureselectionarecomputationatompleity, reducingthe costof measuringdeaturesjmproved
classi cationaccurag and problemunderstanding Featureselectionis alsoa crucial component
in the context of featue extraction In featureextractionthe original input features(for example,
pixels) are usedto generateew, more complicatedfeatures(for examplelogical AND of setsof
3 binary pixels). Featureextractionis a very usefultool for producingsophisticatedatlassi cation
rulesusing simple classi ers. One main problemhereis that the potentialnumberof additional
featuresone canextractis huge,andthe learnerneedsto decidewhich of themto includein the
model.

In themostcommonselectiorparadigmanevaluationfunctionis usedo assigrscoredo subsets
of featuresanda searchalgorithmis usedto searchfor a subsetwvith a high score. The evaluation
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functioncanbe basedon the performancef a speci c predictor(wrappermodel)or on somegen-
eral(typically cheapeto computeyelevancemeasuref thefeaturego the prediction( Iter model)
(Kohari andJohn,1997). In ary case,an exhaustive searchover all featuresetsis generallyin-

tractabledueto the exponentiallylarge numberof possiblesets. Therefore searchmethodsapply
a variety of heuristics,suchashill climbing and geneticalgorithms. Other methodssimply rank
individual featuresassigninga scoreto eachfeatureindependently Thesemethodsgnoreredun-
dangy andinevitably fail in situationswhereonly a combinedsetof featuresis predictive of the
targetfunction. However, they areusuallyvery fast,andarevery usefulin mostreal-world prob-
lems,atleastfor aninitial stageof Itering outuselesgeatures Onevery commonsuchmethodis

Infogain (Quinlan,1990),which ranksfeaturesaccordingo the mutualinformationt betweereach
featureandthe labels. Anotherselectionmethodwhich we referto in the following is Recursie
FeatureElimination(RFE,Guyonetal.,2002). SVM-RFEis awrapperselectiormethoddor linear
SupportVectorMachine(SVM). In eachroundit measureshe quality of the candidatdeaturesby
training SVM andeliminatesthe featureswith thelowestweights.SeeGuyonandElisseef (2003)
for acomprehensie overview of featureselection.

In this paperwe presenta novel approactto the taskof featureselection.Classicaimethodsof
featureselectiontell uswhich featuresarebetter However, they do nottell uswhatcharacterizes
thesefeaturesor how to judgenew featuresvhichwerenot measuredh thetrainingdata.We claim
thatin mary casest is naturalto represeneachfeatureby a setof propertieswhich we call meta-
featues As asimpleexample,in image-relatedaskswherethe featuresaregray-levels of pixels,
the (x;y) positionof eachpixel canbe the meta-featuresThe value of the meta-featuress x ed
perfeature;in otherwordsit is not dependenbn the instances.Therefore we referto the meta-
featuresasprior knowledge. We usethe training setto learnthe relationbetweerthe meta-feature
valuesandfeatureusefulnessThisin turn enablesusto predictthe quality of unseerfeaturesThis
ability is anasseparticularlywhentherearealarge numberof potentialfeaturesandit is expensve
to measurdahe value of eachfeature. For this scenariowe suggest new algorithm called Meta-
FeaturebasedPredictive FeatureSelection(MF-PFS)whichis analternatve to RFE. The MF-PFS
algorithmusespredictedquality to selectnew goodfeatureswhile eliminatingmary low-quality
featureswithout measuringhem. We apply this algorithmto a visual objectrecognitiontaskand
shaw thatit outperformsstandardRFE. In the context of objectrecognitionthereis an advantage
in nding onesetof featureqreferredto asa universal dictionary) thatis sufcient for recognition
of mostkinds of objects. Serreet al. (2005)found that sucha dictionary canbe built by random
selectionof patchedrom naturalimages Herewe shav whatcharacterizegooduniversalfeatures
anddemonstrat¢hattheir quality canbe predictedaccuratelyby their meta-features.

The ability to predictfeaturequality is alsoa very valuabletool for featureextraction,where
the learnerhasto decidewhich potentialcomple featureshave a good chanceof beingthe most
useful. For this taskwe derive a selectionalgorithm (called Mufasg that usesmeta-featureso
explore a hugenumberof candidatdeaturesef ciently. We demonstratéhe Mufasaalgorithmon
a handwrittendigit recognitionproblem.We derive generalizatiorboundsfor the joint problemof
featureselection(or extraction)andclassi cation,whenthe selectionusesmeta-featuresWe show
thattheseboundsarebetterthanthoseobtainedby directselection.

The paperis organizedasfollows: we provide aformal de nition of theframewnork andde ne
somenotationsn Section2. In Sections3 and4 we shav how to usethis framework to predictthe

p(x;y)
p(x) p(y) *

1. Recallthatthe mutualinformationbetweertwo randomvariablesX andY is | (X;Y) = &txyq P(XY) log
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quality of individual unseerfeaturesandhow this ability canbe combinedwith RFE.In Section5
we apply MF-PFSto anobjectrecognitiontask.In Section6 we shav how theuseof meta-features
canbe extendedto setsof features,andpresentour algorithmfor guiding featureextraction. We
illustrateits abilities on the problemof handwrittendigit recognition. Our theoreticalresultsare
presentedn Section7. We discusshow to choosemeta-featuresvisely in Section8. Finally we
concludewith somefurtherresearchlirectionsin Section9. A Matlabcoderunningthealgorithms
andexperimentgresentedh this paperis availableuponrequesfrom the authors.

1.1 RelatedWork

Incorporatingprior knowledge aboutthe representatiorf objectshaslong beenknown to pro-

foundlyin uence the effectivenesf learning.This hasbeendemonstratetdy mary authorsusing
variousheuristicssuchasspeciallyengineerearchitecturesr distancemeasuregsee for example,
LeCunetal., 1998;Simardetal., 1993).In the contet of supportvectormachinegfSVM) avariety
of successfumethodsto incorporateprior knowledgehave beenpublishedover the lasttenyears
(see,for example, Decosteand Schoéllopf 2002 and a recentreview by Lauerand Bloch 2006).
Krupka and Tishby (2007) proposeda framewnork thatincorporatesprior knowledgeon features,
whichis representetly meta-featuresnto learning.They assumehataweightis assignedo each
feature,asin lineardiscrimination,andthey usethe meta-featureto de ne a prior ontheweights.
This prior is basedon a Gaussiarprocessandthe weightsareassumedo be a smoothfunctionof

the meta-featureswWhile in their work meta-featureareusedfor learninga betterclassi er, in this

work meta-featureareusedfor featureselection.

Taskaret al. (2003)usedmeta-featuresf wordsfor text classi cationwhentherearefeatures
(words) that are unseenin the training set, but appearin the testset. In their work the features
arewordsandthe meta-featurearewordsin the neighborhooaf eachword. They usedthe meta-
featurego predicttherole of wordsthatareunseernn thetrainingset. Generalizatiorirom obsened
(training)featuredo unobseredfeaturess discussetby KrupkaandTishby(2008). Theirapproach
involvesclusteringthe instancesasedon the obsened features.Whattheseworks andourshave
in commonis thatthey all extendlearningfrom the standardnstance-labeframevork to learning
in the featurespace. Our formulation here, however, is differentand allows a mappingof the
featurelearningproblemonto the standardsupervisedearningframevork (seeTable1). Another
relatedmodelis Budget Learning (Lizotte et al., 2003; Greiner,2005), that exploresthe issueof
decidingwhich is the mostvaluablefeatureto measurenext undera limited budget. Otherideas
usingfeaturepropertieso produceor selectgoodfeaturescanbe foundin the literatureandhave
beenemployedin variousapplications. For instance Levi et al. (2004) usedthis rationalein the
context of inductive transferfor objectrecognition. Rainaet al. (2006) also usedthis approach
in the samecontet for text classi cation. They usea propertyof pairsof wordswhich indicates
whetherthey aresynorymsor notfor thetaskof estimatinghewords' covariancematrix. Recently
Leeetal. (2007)usedmeta-featurefor featureselectiorin relatedtasks.They assumehatthemeta-
featuresareinformative on the relevanceof the features.Using a relatedtaskthey modelfeature
relevanceas a function of the meta-features.Kadousand Sammut(2005) usedproperty-based
clusteringof featuredor handwrittenChineserecognitionandotherapplications.Our formulation
encompassesmoregeneraframavork andsuggesta systematiavay to usethe propertiesaswell
asderive algorithmsandgeneralizatiorboundsfor the combinedprocessf featureselectionand
classi cation.
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Trainingset Featureslescribey meta-features

Testset Unobseredfeatures

Labels Featurequality

Hypothesislass Classof mappingdrom meta-featureto quality
Generalizatiorin featureselection | Predictingthe quality of new features
Generalizatiornn thejoint problem | Low classi cationerror

Tablel: Featurdearningby meta-featureasaform of standardsupervisedearning

2. Framework and Notation

In supervisedclassi cation) learningit is assumedhat we have a trainingsetS™ = x:y gy
x 2 RN andy' = ¢ X wherec is anunknawn classi cationrule. Thetaskis to nd amappingh
from RN to the label setwith a smallchanceof erringon a new unseerinstancex 2 RN, thatwas
dravn accordingto the sameprobability function asthe traininginstances.The N coordinatesare
calledfeatues The standardaskof featureselectionis to selecta subsebf featureghatenables
goodpredictionof the label. This is doneby looking for featureswhich are moreusefulthanthe
others.We canalsoconsiderthe instancesaisabstract entitiesin spaceS andthink of the features
asmeasuementsn the instances Thuseachfeaturef canbe consideredasa functionfrom Sto
R; thatis, f : S! R. We denotethe setof all thefeaturesby f fjg’j\‘= 1- We usethetermfeatue to
describebothraw input variables(for example,pixelsin animage)andvariablesconstructedrom
theoriginalinputvariablesusingsomefunction (for example productof 3 pixelsin theimage).We
alsouseF to denotea setof featuresand St to denotethetraining setrestrictecto F; thatis, each
instancds describednly by thefeaturesn F.

Herewe assumehateachfeatureis describedy a setof k propertiesu( ) = fuy ( )gk ; which
we call meta-featues Formally, eachu, () is afunctionfrom the spaceof possiblemeasurements

meta-featuregre not dependenbn the instances. As alreadymentioned,andwill be described
in detail later, this enablesa few interestingapplications. We also denotea generalpoint in the
imageof u( ) by u. log is the base2 logarithm while In denoteshe naturallogarithm. A table
that summarizeshe abore notationsandadditionalnotationsthatwill beintroducedaterappears
in AppendixB.

3. Predicting the Quality of Features

In this sectionwe shav how meta-featuresanbe usedto predictthe quality of unseerfeatures.
The ability to predictthe quality of featureswithout measuringghemis adwvantageougor mary
applications.In the next sectionwe demonstratéts usagefor ef cient featureselectionfor SVM
(Vapnik,1995),whenit is very expensve to measureachfeature.

We assumehatwe obsere only a subsetf the N featuresithatis in the training setwe only
seethe value of someof the features.We candirectly measureahe quality (thatis, usefulnesspf
thesefeatureausingthetraining set. Basedon the quality of thesefeaturespur goalis to predictthe
quality of all featuresjncludingfeatureghatwerenot partof thetraining set. Thuswe canthink of
thetrainingsetnotonly asa “training setof instances”put alsoasa “training setof features”.

More formally, our goalis to usethe training set S" and the setof meta-featureso learna
mapping@ : RX 1 R thatpredictsthe quality of a featureusingthe valuesof its meta-features.
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Algorithm 1 0= quality_magS™; featquality regalg)

1. measurehefeaturequality vector: Yyr = featquality(S™)
2. calculatetheN k meta-featurematrix Xy

3. use the regressionalg. to learn a mapping from meta-featurevalue to quality: 0=
regalg(Xvr; Yur)

The quality canbe basedon ary kind of standardevaluationfunctionthatusesthe labeledtraining
setto evaluatefeatureqfor example,Infogain or the squareweightsassignedy linear SVM). Yur
denoteghe vectorof measuredjualities;thatis Yur(j) is the measuredjuality of the j's feature
in thetraining set. Now we have a new supervisedearningproblem,with the original featuresas
instances the meta-featuresasfeaturesandYyr asthe(continuous}amgetlabel. The analogyto
thestandardsupervisegbroblemis summarizedn Tablel. Thuswe canuseary standardegression
learningalgorithmto nd therequiredmappingfrom meta-featureto quality. Theabove procedure
is summarizedn Algorithm 1. Notethatthis procedurausesa standardegressionearningproce-
dure.Thatis, thegeneralizatiorbility to new featurescanbedervedusingstandardyeneralization
boundsfor regressionlearning. In the next sectionwe give a speci ¢ choicefor featqualityand
regalg (seestep2(b) of algorithm2).

4. Ef cient Feature Selectionfor SVM

SupportVectorMachine(SVM) (Vapnik,1995),is oneof themostprominentearningalgorithmsof
thelastdecadeMarny featureselectiomalgorithmsfor SVM have beensuggestedsee for example,
Westonet al. 2000). Oneof the popularmethoddor linear SVM is Recursie FeatureElimination
(Guyonetal., 2002).In SVM-RFEyou startby training SVM usingall the featurestheneliminate
theoneswith thesmallessquareneightsin theresultlinearclassi erandrepeathesameprocedure
with the remainingfeaturesuntil the setof selectedfeaturesis small enough. The reasonthat
featuresareeliminatediteratively andnotin onestepis thattheweightsgivenby SVM to afeature
dependon the setof featureghatwasusedfor training. Thuseliminatingonly a small numberof
thewaorstfeaturesn eachstageminimizesthe unwantedeffect of this phenomenon.

Themaindravbackof SVM-RFE is thatall the candidatdeatureshave to be measuredThis
is infeasiblewhenmeasuringeachfeatureis computationallyexpensve. We suggestnalternatve
versionof SVM-RFE usingmeta-featurethat obviatesthe needto measureaall the features.This
algorithmis called Meta-FeaturebasedPredictve FeatureSelection(MF-PFS).The mainideais
to run SVM on only a small (random)subsebf the featuresandthenusethe assignedveightsfor
thesefeaturesto predictthe quality of all candidatdfeaturesusingtheir meta-featuregAlgorithm
1). Basedon this predictionwe exclude a group of low quality features,and repeatthe process
with a smallersetof candidatdfeatures.The exact procedurds summarizedn Algorithm 2. The
suggestea@lgorithmconsidersall the featureswhile calculatingonly a smallfraction of the them.
Thus, it is extremelyvaluablein a situationwheretherearea large numberof candidatefeatures
andthe costof measuringeachfeatureis very high. In the next sectionwe demonstrat®&F-PFSon
suchadataset,andshawv thatit achievesresultsequialentto thoseobtainedhroughstandardRFE
with anorderof magnituddesscomputatiortime.
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Algorithm 2 0= MF-PFYS™; n;t; featquality regalg)
(Thealgorithmselecta featuresout of thefull setof N)

1. Initialize the setof selectedeaturess = f; ’J-\‘Zl(all thefeatures).
2. while jFj > n,
(a) Selectasetky of randoman featuresoutof F, measuréghemandproduceatrainingset
of featurest..

(b) UseAlgorithm 1 to producea mapQ from meta-featuresaluesto quality:

0= quality_magSE ; featquality regalg)

wherefeatqualitytrainslinear SVM andusestheresultingsquareveightsasa measure
of quality (Ymr in Algorithm 1). regalg is basedon k-Nearest-NeighboRegression
(Navot etal., 2006).

(© UseQ to estimatehequality of all thefeaturesn F.
(d) Eliminatefrom F min(tjFj;jFj n) featureswith thelowestestimatedjuality.

Thenumberof measuredeaturescanbefurtherreducedoy thefollowing method.Therelative
numberof featuresve measuren eachround(a in step2(a) of the algorithm)doesnot have to be
x ed;for example,we canstartwith a smallvalue,sincea grossestimationof the quality is enough
to eliminatethe very worstfeaturesandthenincreasat in the laststageswherewe ne-tune the
selectedeatureset. Thisway we cansave on extrafeaturemeasurementsithoutcompromisingn
the performance Typical valuesfor a might bearound0.5in the rst iterationandslightly abose
1in thelastiteration. For the samereasonjn step2(d), it makessensdo decrease¢he numberof
featureswe drop alongthe iterations. Hence,we adoptedthe approactthatis commonlyusedin
SVM-RFEthatdropsa constanfraction,t 2 (0; 1) of theremainingfeatureswhereatypical value
of t is 0:5. An exampleof speci c choiceof parametewraluesis givenin the next section.

5. Experiments with Object Recognition

In this sectionwe usethe Caltech-101datasetand adoptthe settingin Serreet al. (2005). The
datasetcontainsnaturalimagesof objectsbelongingto 101 differentcateyories. Thelabelof each
imagespeci eswhich objectappearsn theimage,but doesnot specifythelocationof the objectin
theimage. Examplesof theimagesareshavn in Figurel. Serreetal. (2007)built a classi cation
systemfor the above task usinglinear SVM on a sophisticatedepresentatiomf the images. In
their settinganimageis representetdy featuresnspiredby the currentmodelof the visual cortex.
They shav how thefeaturescanbebuilt usinga hierarchicafeedforward systemwhereeachlayer
mimicsthe behaior of therelevantlayerin the cortex. The interestedeadershouldconsulttheir
original paperfor all the detailson how the featuresare constructed.Herewe simply summarize
the descriptionof the featureghey use,whichis sufcient for our needs First, originalimagesare
convertedinto arepresentatiowheretheoriginal pixelsarereplacedy theresponséo Gabor lters
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(Gabor,1946)0f 4 differentorientationsand 16 differentscalesfollowed by a local maximumof
theabsolutesalueoverthelocation,two adjacenscalesanddecimation(sub-sampling)Thus,each
imageis replacedy 8 quadruplet®f lower resolutionimages.Eachquadrupletorrespond$o one
scale andincludesall 4 orientations.Thefollowing descriptionis over this comple representation.
Eachfeatureis de ned by a speci ¢ patchprototype The prototypeis one suchquadrupletof a
givensize (4x4, 8x8, 12x12or 16x16). The value of the featureon a new imageis calculatedas
follows:

1. Theimageis corvertedto the abore comple representation.

2. TheEuclideardistanceof the prototypefrom every possiblepatch(thatis, atall locationsand
the 8 scalespf thesamesizein theimagerepresentatiois calculated The minimal distance
(overall possibldocationsandscales)s denotedby d.

3. Thevalueof thefeatureis e P | whereb is aparameter

Step2 is very computationallycostly, andtakes by far moreresourceghanary otherstepin the

process.This meanghatcalculatingthe featurevalueon all imagestakesa very long time. Since
eachfeatureis de ned by a prototype thefeatureselectionis doneby selectinga setof prototypes.
In Serres paperthefeaturesareselectedandomlyby choosingrandompatchedrom a datasetof

naturalimages(or the training setitself). Namely to selecta prototypeyou choseanimageran-
domly, convertit to theabove representatiorthenrandomlyselecta patchfromit. In Serres paper
afterthis randomselectionthefeaturesetis x ed,thatis no otherselectionalgorithmis used.One
methodto improve the selectedsetof featuress to useSVM-RFEto selectthe bestfeaturefrom a
larger setof randomlyselecteccandidatdeatures.However, sinceSVM-RFE requirescalculating
all thefeaturevalues this optionis very expensve to compute.Thereforewe suggesthoosingthe
featuresusingmeta-featureby MF-PFS.The meta-featurews/e useare:

1. Thesizeof thepatch(4, 8,12 or 16).

2. TheDC of the patch(averageover the patchvalues).
3. Thestandardieviation of the patch.

4. Thepeakvalueof thepatch.

5. Quantiles0.3and0.7 of thevaluesof the patch.

In the following we shaw that by usingthesemeta-featuresve canpredictthe quality of new fea-
tureswith highaccurag, andhencewe candropbadfeaturesvithout measuringheir valuesonthe
images.This signi cantly reducedeatureselectiontime. Alternatively, it canimprove theclassi -
cationaccurag sincewe areableto selectfrom alarge setof featuresn areasonablérainingtime
(usingfeatureselectionby MF-PFS).In addition,we drav someinterestingobsenationsaboutthe
propertiesof moreor lessusefulfeatures.
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Figurel: Excerptsrom the Caltech-10data-set
5.1 Predicting the Quality of New Features

Sincetheentirediscussiorhererelieson theassumptiorihatwe canpredictthe quality of afeature
from its meta-featureralues,we rst needto testwhetherthis assumptiorholds. We needto prove
that we canindeedpredictthe quality of a patchusingthe above meta-featuresthatis, from its
size,DC, std, peakvalueandquantilevalues.We measurdeaturequality by SVM squareweights
of multi-classSVM (Shale/-Shwartz and Singer,2006). Basedon this quality de nition, Figure?2
presentsan exampleof prototypesof “good” and“bad” featuresof differentsizes.In Figure3 we
explore the quality of featuresasa function of two meta-featuresthe patchsizeandthe standard
deviation (std). We canseethatfor small patcheq4x4), more detailsare better for large patches
(16x16) fewer detailsare betterand for mediumsize patchegqfor example,8x8) an intermediate
level of compleity is optimal. In otherwords,the larger the patch,the smallerthe optimal com-
plexity. This suggestshatby usingthe sizeof the patchtogethemwith certainmeasurementsf its
“complexity” (for example,std)we shouldbeableto predictits quality. In thefollowing experiment
we shav thatsucha predictionis indeedpossible.

We useAlgorithm 1 with thesumsquareof SVM weightsasthedirectmeasurdor patchquality
anda weightedversionof k-Nearest-NeighboRegression(Navot et al., 2006) asa regressor To
solve the SVM, we usethe Shale-Shwartz and Singer(2006) online algorithm. This algorithm
hasthe advantageof a built-in ability to dealwith multi-classproblems. We use500 featuresas
training features. Thenwe usethe mapreturnedby Algorithm 1 to predictthe quality of another
500 features. The resultspresentedn Figure 4 shawv that the predictionis very accurate. The
correlationcoefcient betweermeasuredind predictedquality (on the testsetof 500 features)is
0.94. We alsoassessethe contrikution of eachmeta-featureby omitting one meta-featureeach
time and measuringthe drop in the correlationcoefcient. The meta-featuresvhich contrituted
mostto thepredictionaresize,mean(DC) andstd.

The interestingpoint in the above resultis thatwe showv that featurequality canbe predicted
by its meta-featurevalues,which represengeneralstatisticalpropertiesof the prototype. This
obsenationis notablesinceit explainsthe existenceof a universalsetof featureqprototypes}that
enablegecognitionof mostobjects regardlessof whetherthe prototypesveretakenfrom pictures
that containthe relevant objectsor not. Indeed,Serreet al. (2005) found that a set of features
(prototypes)vhich consistsof prototypegakenrandomlyfrom ary naturalimagesconstitutesuch
a universalset; however, they did not characterizevhich featuresare good. Ullman et al. (2002)
alsoanalyzedthe propertiesof goodfeatureswherethey usea simplerrepresentationf patches
(for example,withouta Gabor Iter). Their conclusionwasthatintermediatecomplex featuresare
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Figure2: Examplesof “good” and“bad” patchprototypesof differentsizes. Eachrow represents
onepatch. Theleft column(a) is theimagefrom which the patchwasextractedandthe
other4 columns(b,c,d,e)correspondo the 4 differentorientationg—/ |\, respectiely).
Goodsmallpatchesarerich in detailswhereagyoodlarge patchesarerelatively uniform.

the mostusefulfeatures.However, in their work the featuresareobjectfragmentsandhencetheir
guality is dependenbnthespeci c trainingsetandnot on generaktatisticalpropertiesaswe found
in thiswork.

5.2 Applying MF-PFS to Object Recognition

After shawing thatwe areableto predictpatchequality, we have areasorto believe thatby using

MF-PFS(seeSection4) we canobtainan ef cient featureselectionin Serreet al. (2005) setting.

The featuresin this settingarevery expensve to computeandthusa standardselectionmethods
cannotconsidemary candidatdeatures.MF-PFSon the otherhand,allows usto explore a large

setof featureswvhile measuringnly a few of them.In this sectionwe shav thatMF-PFS(with the

above meta-featuresindeedsucceedsn selectinggoodfeatureswhile keepingthe computational
costlow. Now we turn to presenthe experimentalsetupin details. Readersnay alsoskip directly

to theresults.
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We useAlgorithm 2, with multi-classSVM (Shale-Shwartz and Singer,2006) asa classi er
andthe squareof weightsas a measureof featurequality. The regressionalgorithm for quality
predictionis basedn aweightedversionof the k-Nearest-NeighbaregressionNavot etal., 2006).
Sincethe numberof potentialfeaturesis virtually in nite, we have to selectthe initial setof N
features: We alwaysstartwith N = 10n that were selectedandomlyfrom naturalimagesin the
samemannerasin Serreet al. (2005). We use4 elimination steps(follows from t = 0:5, see
Algorithm 2). We startwith a = 0:4 (seestep2(a) of the algorithm) andincreaseit during the
iterationsuptoa = 1:2in thelaststep(valuesin the2ndand3rditerationare0.8and1 respectiely).
The exact valuesmay seemarbitrary; however the algorithmis not sensitve to small changesn
thesevalues. This canbe shavn asfollows. First note thatincreasinga canonly improve the
accurag. Now, note alsothat the accurag is boundedby the one achieved by RFEall. Thus,
sincethe accurag we achiese is very closeto the accurag of RFEall (seeFigure5), thereis a
wide rangeof a selectionthat hardly affects the accurag. For example, our initial testswere
with alpha= 0:6;0:8; 1; 1:2 which yieldedthe sameaccurag, while measuringalmost10% more
featuresGenerahuidelinedor selectinga arediscussedh Section4. For theabove selectedralue
of a; thealgorithmmeasuresnly about2:1n featuresout of the 10n candidates.

We comparedMF-PFSto threedifferentfeatureselectionalgorithms. The rst wasa standard
RFE which startswith all the N = 10n featuresand selectsn featuresusing 6 elimination steps
(referredto asRFEall). The secondnethodwasalsoa standardRFE, but this time it startedwith
2:1nfeatureghatwereselectedandomlyfromtheN = 10n featureqreferredto asRFEsmal). The
rationalefor thisis to comparethe performancef our algorithmto standardRFEthatmeasureghe
samenumberof features SincestandardRFE doesnot predictthe quality of unseerfeaturesijt has
to selectthe initial setrandomly As a baselinewe alsocomparedt to randomselectionof then
featuresasdonein Serreetal. (2005) (referredto asBaseling. NotethatRFEall considersall the
featuredVIF-PFSdoes,but makesmary moremeasurementgvith coststhatbecomenfeasiblein
mary casesy On the otherhandRFEsmallusesthe samenumberof measurementas MF-PFS,
but it considersaboutone- fth of the potentialfeatures.Finally, in orderto estimatethe statistical
signi canceof theresultswe repeatedhewholeexperimen20times,with differentsplitsinto train
instanceandtestinstances.

Results. Theresultsarepresentedh Figure5. MF-PFSis nearlyasaccurateasRFEall,but uses
mary fewerfeaturemeasurement®¥henRFEmeasurethesamenumberof featuregRFEsmall) jt
needdo selecttwice thenumberof selectedeatureqn) to achieve thesameclassi cationaccurag
asMF-PFS.Recallthatin this setting,asSerreet al. (2005) mentionedmeasuringeachfeatureis
very expensve; thustheseresultsrepresena signi cant improvement.

6. Guided Feature Extraction

In the previous sectionwe demonstratedhe usefulnesof meta-featuresn a scenariowherethe
measuremerdf eachfeatureis very costly Herewe shav how thelow dimensionatepresentation
of featuresby arelatively smallnumberof meta-featuregnablesef cient selectionevenwhenthe
numberof potentialfeatureds very large or evenin nite andthe evaluationfunctionis expensve
(for example,the wrappermodel). This is highly relevantto the featureextractionscenario.Note

2. In Section6 we shav thatmeta-featuresanbe usedto explorea spaceof anin nite numberof potentialfeatures.
3. It took dayson dozensof computerdo measurghe N=10,000featureson Caltech-10Tequiredfor RFEall. Thisis
by farthe mostdemandingcomputationapartof thetraining.
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Figure5: Applying SVM with differentfeatureselectionmethodsfor objectrecognition. When
the numberof selectedfeatures(n) is not too small, our meta-featurebasedselection
(MF-PFS)achieresthe sameaccurag asRFEallwhich measure$ timesmorefeatures
attrainingtime. MF-PFSsigni cantly outperformsRFEsmaliwhich measureshe same
numberof featuresat training time. To getthe sameclassi cationaccurag RFEsmall
needsabouttwice the numberof featuregshatMF-PFSneeds Theresultsof thebaseline
algorithmthatusegandomselectionarealsopresenteqBaseline) Error barsshav 1-std
of themeanperformancever the 20 runs.

thatan algorithmsuchas MF-PFSthat was presentedn the previous sectionsis not adequatdor
this scenariopecauseave needto considera huge(or evenin nite) numberof potentiallyextracted
featuresandthuseven afastpredictionof the quality of all of themis not feasible. Thuswe take
anothempproachadirectsearchin themeta-featurspaceguidedby anevaluationof only asubset
of representate features.
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Algorithm 3 Fyeg = Mufasdn; J)

1. Initialization: gpeg = maxeal, ug is theinitial guesof u (In ourexperimentsve useuniform
random).

2. Forj=1:::J

(a) Select(or generate) new setF; of n randomfeaturesaccordingto p(vjuj 1). See
Sections.1and6.2for details.

(b) g; = quality(Fj). (Any measureof quality, In our experimentwe usecross-alidation
classi cationaccurag of SVM)

(C) If dj  Obes
Foes = Fj, Ubeg = Uj 1, Obes = Qj

(d) Randomlyselectnew u;j whichis nearupeg. For example,in our experimentswe add

Gaussiarrandomnoiseto eachcoordinateof upeg, followed by roundto the nearest
valid value.

3. returnFyeg

6.1 Meta-featuresBasedSeaich

Assumethat we want to select(or extract) a setof n featuresout of large numberof N potential
features.We de ne a stochastianappingfrom valuesof meta-feature$o selection(or extraction)
of features. More formally, let V be a randomvariablethat indicateswhich featureis selected.
We assumehat eachpoint u in the meta-featurespaceinducesdensity p(vju) over the features.
Ourgoalisto nd apointu in themeta-featurespacesuchthatdrawing n featuregindependently)
accordingo p(vju) hasahigh probabilityof giving usagoodsetof n features For this purposeve
suggesthe Mufasa(for Meta-Featureéided SearchAlgorithm) (Algorithm 3) which implements
astochastidocal searchin themeta-featurspace.

NotethatMufasadoesnot useexplicit predictionof the quality of unseerfeaturesaswe did in
MF-PFS,but it is clearthatit cannotwork unlessthe meta-featureareinformative on the quality.
Namely Mufasacanonly work if thelikelihoodof draving a goodsetof featuresrom p(vju) is
somecontinuoudunctionof u; thatis, a smallchangen u resultsin a smallchangen the chance
of drawing a good setof features. If, in addition, the meta-featurespaceis “simple”* we expect
it to nd a goodpointin a small numberof stepsJ. In practice,we canstopwhenno notable
improvementis achiezed in a few iterationsin a row. The theoreticalanalysiswe presentlater
suggestghat over tting is not a main considerationin the choiceof J; sincethe generalization
bounddepend®n J only logarithmically.

Like ary local searctover anon-comwex targetfunction,corvergenceto aglobaloptimumis not
guaranteedandtheresultmay dependon the startingpoint ug. Notethattherandomnoiseadded
to u (step2din Algorithm 3) may helpavoid local maxima.However, otherstandardechniquego
avoid local maximacanalsobe used(for example,simulatedannealing. In practicewe found, at
leastin our experimentsthattheresultsare not sensitve to the choiceof ug, thoughit may affect

4. We elaborateon themeaningof “simple” in Sections7 and8.
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the numberof iterations,J, requiredto achieze goodresults. The choiceof p(vju) is application-
dependentln the next sectionwe shav how it is donefor a speci ¢ exampleof featuregeneration.
For featureselectionit is possibleto clusterthe featureshasedon the similarity of meta-features,
andthenrandomlyselectfeaturegercluster Anotherissueis how to choosehenext meta-features
point (step2(d)). Standardechniquedor optimizing the stepsize,suchasgraduallyreducingit,
canbeused.However, in our experimentwe simply addedanindependenGaussiamoiseto each
meta-feature.

In Section6.2 we demonstrateéhe ability of Mufasato efciently selectgoodfeaturesin the
presenceof a huge numberof candidate(extracted)featureson a handwrittendigit recognition
problem.In Section7.1we presentatheoreticanalysisof Mufasa

6.2 lllustration on a Digit RecognitionTask

In this sectionwe usea handwrittendigit recognitionproblemto demonstratévow Mufasaworks
for featureextraction. We usedthe MNIST (LeCunet al., 1998) datasetwhich containsimages
of 28 28 pixels of centeredligits (0:::9). We convertedthe pixels from gray-scaldo binary by

thresholding We useextractedfeaturef thefollowing form: logical AND of 1 to 8 pixels(or their

negation),which arereferredto asinputs This createsntermediateAND-basedieaturesvhich are
determinecby their input locations. The featureswe useare calculatedby logical OR over a set
of suchAND-featuresthatareshiftedin positionin a shiftinfLen*shiftlivLensquare For example,
assumdhatan AND-basedfeaturehastwo inputsin positions(xs;y;1) and(xz;y2), shiftirvLen=2
andboth inputsaretaken without negation. Thusthe featurevalueis calculatedby OR over 2*2

AND-basedeaturesasfollows:

(Im(xg;y1) * Im(X2;¥2)) _ (Im(xg;y1+ 1) N Im(xz;y2+ 1)) _
(Im(xe+ LyD) M ImOe+ 1;y2)) _ (Im(xp+ Lyi+ DA Im(xe+ 1y, + 1))

wherelm(x;y) denoteghevalueof theimagein location(x;y). This way we obtainfeaturesvhich
arenot sensitve to the exactpositionof curvesin theimage.

Thusafeatureis de ned by specifyingthe setof inputs which inputsarenegated,andthevalue
of shiftinvLen Similar featureshave alreadybeenusedby Kussuletal. (2001)onthe MNIST data
set,but with a x ednumberof inputsandwithout shiftinvariance.Theideaof usingshiftinvariance
for digit recognitionis alsonot new, andwasused for example,by Simardetal. (1996).1t is clear
thattherearea hugenumberof suchfeaturesthuswe have no practicalway to measureor useall
of them. Thereforewe needsomeguidancefor the extractionprocessandthis is the point where
the meta-featureframeavork comesin. We usethefollowing four meta-features:

1. numinputsthenumberof inputs(1-8).

2. percents percenbf logic positive pixels(0-100,rounded).

3. shiftirvLen maximumallowedshift value(1-8).

4. scatter averagedistanceof theinputsfrom their centerof gravity (COG)(1-35).
In orderto nd a goodvaluefor the meta-featuresve useMufasa(Algorithm 3) and compareit
to somealternaties. A standardmethodof comparisonis to look on the graphof testerror vs.
the numberof selectedfeatues (asdonein Figure5). Here, however, we usea variantof this

graphwhich replaceshe numberof selectedeatuies by the total costof computingthe selected
features.This modi cation is requiredsincefeatureswith large shiftinvLenaresigni cantly more
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Figure6: Guidedfeatureextractionfor digit recognition.Thegeneralizatiorerrorrateasafunction
of the available budgetfor featuresusingdifferent selectionmethods. The numberof
traininginstancess 2000 (randomlyselectedrom the MNIST training set). Error bars
shav aonestandardieviation con denceintenal. SVM is notlimited by thebudget,and
alwaysimplicitly usesall the productsof features.We only presenthe resultsof SVM
with apolynomialkernelof degree2, the valuethatgave the bestresultsin this case.

computationallyexpensve. Thusa selectiomalgorithmis restrictedoy a budget which thetotal cost
of the selectedset of featurescannotbe exceededratherthanby an allowed numberof selected
features.We de ned the costof measuring(calculating)a featureas0:5 1+ a , wherea is the

shiftinvLen of the feature;this way the costis proportionalto the numberof locationswherewe

measureghefeature?

We used2000imagesasatrainingset,andthe numberof steps,], is 50. We chosespeci c fea-
tures,givenavalueof meta-featuredyy re-draving featuresandomlyfrom a uniform distribution
overthefeatureghatsatis edthegivenvalueof the meta-featureantil thefull allowedbudgetwas
usedup. We used2-fold crossvalidationof thelinearmulti-classSVM (Shale-ShwartzandSinger,
2006;Crammey 2003)to checkthe quality of the setof selectedeaturesin eachstep. Finally, for
eachvalue of allowed budgetwe checled the resultsobtainedby the linear SVM on the MNIST
standardestsetusingthe selectedeatures.

We comparedheresultswith thoseobtainedusingthefeaturesselectedy Infogain asfollows.
We rst drew featuresrandomlyusinga budgetwhich was 50 timeslarger, thenwe sortedthem
by Infogain (Quinlan, 1990) normalizedby the cosf (that is, the value of Infogain divided by

5. The numberof inputsdoesnot affect the costin ourimplementatiorsincethe featurevalueis calculatedby 64-bit
logic operations.
6. Infogain without normalizationproduceswvorseresults.
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Figure7: Optimalvalueof the differentmeta-featureasa function of the budget. The resultsare
averagedover 20 runs,andthe error barsindicatethe rangewherevaluesfall in 80% of
theruns. Thesizeof the optimalshift invarianceandthe optimalnumberlinputsincreases
with thebudget.

computationakostof calculatingthe featureasde ned above). We thenselectedthe pre x that
usedthe allowed budget. This methodis referredto as Norm Infogain. As a sanity check,we
alsocomparedhe resultsto thoseobtainedby doing 50 stepsof choosingfeaturesof the allowed
budgetrandomly;thatis, over all possiblevaluesof the meta-featuresThenwe usedthe setwith

thelowest2-fold cross-alidationerror (referredto asRandSeach). We alsocomparecdur results
to SVM with a polynomialkernelof degreel-8, thatusesthe original pixelsasinput featuresThis
comparisons relevant sinceSVM with a polynomialkernel of degreek implicitly usesALL the
productsof up to k pixels, and the productis equalto AND for binary pixels. To evaluatethe
statisticalsigni cance, we repeatedeachexperiment20 times, with a differentrandomselection
of training setsout of the standardVINIST training set. For the testset,we usethe entire 10;000
testinstance®of the MNIST dataset. Theresultsarepresentedn Figure6. It is clearthatMufasa
outperformghe budget-dependemtiternatves,andoutperformsSVM for budgetdargerthan3000
(about600 features). It is worth mentioningthat our goal hereis not to competewith the state-
of-artresultson MNIST, but to illustrate our conceptandto comparethe resultsfor the samekind

of classi er with andwithout usingour meta-featureguidedsearch.Note thatour conceptcanbe
combinedwith mostkinds of classi cation,featureselection,andfeatureextractionalgorithmsto

improve them,asdiscussedn Section9.

Anotherbene t of the meta-featureguidedsearchis thatit helpsunderstandhe problem. To
seethiswe needo take acloserook atthechosernvaluesof themeta-featureupeg) asafunctionof
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theavailablebudget.Figure7 presentshe averagechosernvalueof eachmeta-featur@sa function
of thebudget.As shavn in Figure7b,whenthebudgetis verylimited, it is betterto take morecheap
featuresratherthan fewer more expensve shift invariant features. On the other hand,whenwe
increasahebudget,addingtheseexpensve comple featureds worthit. We canalsoseethatwhen
the budgetgrows, the optimalnumberof inputsincreasesThis occursbecausdor a smallbudget,
we preferfeaturesthat are lessspeci ¢, and have relatively high entropy, at the expenseof “in
classvariance”.For alarge budget,we canpermitoursehesto usesparsdeatureqlow probability
of being 1), but with a gain in speci city. For the scattermeta-featuresthereis apparentlyno
correlationbetweenthe budgetandthe optimal value. The vertical lines (error bars)representhe
rangeof selectedvaluesin the differentruns. It givesus a senseof the importanceof eachmeta-
feature.A smallererrorbarindicateshighersensitvity of theclassi er performancéo the valueof
themeta-featureFor example we canseethatperformances sensitve to shiftinvLenandrelatively
indifferentto percentP®s

7. Theoretical Analysis

In this sectionwe derive generalizatioboundsor thecombinedoroces®f selectiorandclassi ca-
tion whentheselectiorprocesss basedn meta-featuresiVe shaw thatin somecasesthesebounds
arefar betterthanthe boundsthatassumeeachfeaturecanbe selecteddirectly. Thisis becauseve
cansigni cantly narrav the numberof possibleselectionsandstill nd a goodsetof features.In
Section7.1we analyzedhe casewherethe selectionis madeusingMufasa(Algorithm 3). In Sec-
tion 7.2 we presenta more generalanalysis,which is independenbf the selectionalgorithm,and
insteadassumeshatwe have a givenclassof mappingdrom meta-featureto a selectiondecision.

7.1 Generalization Boundsfor Mufasa Algorithm

Theboundspresentedh this sectionassumehattheselectionis madeusingMufasa(Algorithm 3),
but they could be adaptedo othermeta-featurdasedselectionalgorithms. Before presentinghe
bounds,we needsomeadditionalnotations. We assumehatthe classi er thatis goingto usethe
selectedeatureds choserfrom ahypothesislassH. of realvaluedfunctionsandtheclassi cation
is madeby takingthesign.

We alsoassumehatwe have a hypothesislassH s, whereeachhypothesidss onepossiblevay
to selectthen out of N features.Usingthetraining set,our featureselectionis limited to selecting
oneof thehypotheseshatis includedin H;s. As we shaw later, if Hs containsall thepossiblevays
of choosingn out of N featuresthenwe getan unattractve generalizatiorboundfor large values
of nandN. Thuswe usemeta-featureto furtherrestrictthe cardinality(or compleity) of H¢s. We
have a combinedlearningschemeof choosingboth h, 2 H; andh¢s 2 Hts. We canview this as
choosinga singleclassi er from H¢s Hc. In thefollowing paragraphsve analyzethe equivalent
sizeof hypothesisspaceH;s of Mufasaasa functionof the numberof stepsin thealgorithm.

For the theoreticalanalysis we needto boundthe numberof featureselectionhypothesedMu-
fasaconsiders.For this purpose we reformulateMufasaasfollows. First, we replacestep2(a)
with an equivalentdeterministicstep. To do so, we add a “pre-processing’stagethat generates
(randomly)J differentsetsof featuresof sizen accordingto p(vju) for ary possiblevalue of the
point u in the meta-featurespace’. Now, in step2(a) we simply usethe relevant set,accordingto

7. Lateronwe generalizdo thecaseof in nite meta-featurspace.
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the currentu andcurrentj. Namely in stepj we usethe jth setof featuresthat was createdin
the pre-processingtageaccordingto p(vjuj), whereu;j is thevalueof u in this step.Notethatthe
resultingalgorithmis identicalto the original Mufasa but this new formulationsimpli es thetheo-
reticalanalysis.Thekey point hereis thatthe pre-processing donebeforewe seethetrainingset,
andthatnow Mufasacanonly selectoneof thefeaturesetscreatedn thepre-processinglherefore,
thesizeof H¢s , denotedoy jH+4j, is the numberof hypothesesreatedn pre-processing.

Thefollowing two lemmasupperboundjH;j, which is a dominantquantityin the generaliza-
tion bound. The rst onehandleghe casewherethe meta-featurebave discretevalues,andthere
arearelatively smallnumberof possiblevaluesfor the meta-featuresThis numberis denotedby
iMFj.

Lemmal Anyrun of Mufasacan be duplicatedby r st geneating JiMFj hypothesesnd then
running Mufasausingthesehypothesealone;thatis, usingjH:§ JjMFj, whee J is thenumber
of iterationsmadeby Mufasaand jMFj is the numberof differentvaluesthe meta-featuescanbe
assigned.

Proof

We rst generate] randomfeaturesetsfor eachof the jMF| possiblevaluesof meta-features.
The total numberof setswe getis JjMFj. We have only J iterationsin the algorithm, and we
generated featuresetsfor eachpossiblevalue of the meta-featuresThis guaranteeghatall the
hypothesesequiredby Mufasaareavailable. |

Notethatin orderto usethegeneralizatioloundof thealgorithm,we cannotonly considerthe
subsebf J hypotheseshatwastestedby thealgorithm. Thisis becausé¢his subsebf hypothesess
affectedby thetrainingset(justasonecannotchoosea singlehypothesisusingthetrainingset,and
thenclaim thatthe hypothesisspaceof the classi er includesonly onehypothesis) However, from
Lemmal, thealgorithmsearchis within no morethanJjMFj featureselectiorhypotheseshatwere
determinedvithoutusingthetrainingset.

Thenext lemmahandleghe casewherethe cardinalityof all possiblevaluesof meta-features
large relative to 27, or evenin nite. In this casewe cangeta tighter boundthatdependsn J but
notonjMFj.

Lemma 2 Anyrun of Mufasacanbeduplicatedby r stgeneating 2’ ! hypotheseandthenrun-
ning Mufasausing only thesehypothesesthat is, usingjH¢§ 2’ 1, whee J is the numberof
iterationsMufasaperforms.

The proof of this lemmais basedon PAC-MDL bounds(Blum andLangford,2003). Brie y,
a codebookhat mapsbetweerbinary messageandhypothesess built without usingthetraining
set. Thus,the generalizatiorboundthendependsn thelengthof the messageeededo describe
the selectechypothesis.For a x ed messagéength,the upperboundon the numberof hypotheses
is 2" wherel is thelengthof themessagén bits.
Proof

Mufasaneeddo accessrandorumbergeneratom steps2(a)and2(d). To simplify theproof,
we move therandomnumbergeneratiorusedwithin Mufasato a pre-processingtagethatstoresa
long vectorof randomnumbers.Thus,every time Mufasaneeddo access randomnumbey it will
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simply getthe next storedrandomnumber After this pre-processinghe featureset,which is the
outputof Mufasa,canbeoneof 2’ ! previously determinedsets sinceit only depend®nthed 1
binarydecisionsn step2(c) of thealgorithm(in the rst iterationthe decisionof step2(c)is x ed,
hencewe only have J 1 decisionghatdependon the training set). Thus,we cangenerataghese
2) 1 hypothesebeforewe seethetrainingset. [ |

Using the abore PAC-MDL technique we canalso reformulatethe last part of the proof by
shaving that eachof the feature-setypothesesan be uniquely describedoy J 1 binary bits,
which describeghe decisionsin step2(c). A bettergeneralizatiorboundcan be obtainedif we
assumehatin thelaststepsanew hypothesiswill rarelybebetterthanthestoredone,andhencethe
probabilityof replacinghehypothesisn step2(c)is small. In this casewe cangetadata-dependent
boundthatusuallyincreasesnoreslowly with thenumberof iterations(J), sincetheentroyy of the
messagelescribinghe hypothesiss likely to increaseslowly for largeJ.

To stateour theoremwe alsoneedthefollowing standardle nitions:

De nition 3 LetD beadistributionoverS f 1gandh:S! f 1gaclassicationfunction.\We
denoteby erp (h) thegenealizationerror of hw.r.t D:

erp (h) = Prsy p[h(s) 6 y]:

For asampleS™ = f (s Yo, 2 (S f 1g)™ anda constaniy> 0, theg-sensitiveraining error
is:

N 1.
érg(h) = HqJfl :h(s) 6 yig or
(s has sample-magin< g¢);]

wheethesample-magin measuesthedistancebetweertheinstanceandthedecisionboundary
inducedby theclassi er.

Now we arereadyto presenthe mainresultof this section:
Theorem4 LetH. bea classof real valuedfunctions.Let S be a sampleof sizem geneatedi.i.d
fromadistributionD overS f 1g. If wechoosea setof featuesusingMufasawith a probability

of 1 doverthechoicesof S, for everyh. 2 H. andeveryg?2 (0; 1]:

erp(he) éf%( he)+

din 346%1 log(578m) + In ;1 +a9(J) ;

=N

whee

d = faty (g=32) and faty () denotesthe fat-shatteringdimensionof classH (Bartlett,
1998).
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g(J) = min(JIn2;In(JjMFj)) (where J is the numberof stepsMufasamalesand jMFj is
the numberof differentvaluesthe meta-featuescanbeassignedif this valueis nite, and¥
otherwise).

Ourmaintool in proving theabove theoremis thefollowing theorem:

Theorem5 (Bartlett, 1998)
Let H bea classof real valuedfunctions. Let S be a sampleof sizem geneatedi.i.d froma
distributionD overS f 1g; thenwith a probabilityof 1 d overthechoicesof S, everyh2 H
andeveryg?2 (0;1]:
erp(h) e‘r%(h)+
S

2 34em 8
P din e log(578m) + In g

wheed = faty (=32

Proof (¢f theoremd)
Let Fl;iiiiFijsj beall possiblesubset®f the selectedeatures.From Theorem5 we know
that

erp(he; F) éf%(hc; F)+
S

2 34em
— din —— | 7 I
- din g 0g(578m) + In

whereerp (he; F) denoteghe generalizatiorerror of the selectechypothesidor the x edsetof
featured .

By choosingdr = d=jH+¢ andusingtheunionbound we getthatthe probabilitythatthereexist
F (1 i jH¢g) suchthattheequatiorbelon doesnotholdis lessthand

erp (he) érg(hc) +
S

2 34em

= din —— log(578m) + In 8 + InjHig

d gd

Therefore with a probabijityof 1  d thye above equationholdsfor any algorithmthat selectsone
of the featuresetsout of Fy;::; Ry, - Substitutingthe boundsfor jH¢¢j from Lemmal and
Lemma2 completeghe proof. |

An interestingpointin this boundis thatit is independenof the total numberof possiblefea-
tures,N (which maybein nite in the caseof featuregeneration) Neverthelessit canselectagood
setof featuresout of O 2’ candidatesets. Thesesetsmay be non-overlapping,so the potential
numberof featuresthat are candidatess O n2’ . For comparisonGilad-Bachractet al. (2004)
givesthesamekind of boundbut for directfeatureselection.Their boundhasthe sameform asour
bound,but g(J) is replacedby atermof O(InN), which is typically muchlargerthanJIn2. If we
substituteN = n2’, thenfor the experimentdescribedn Section6.2nIinN = Jn(In2n) = 375000
while In(JjMFj) = 11.
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7.2 VC-dimension of Joint Feature Selectionand Classi cation

In the previous sectionwe presentedan analysiswhich assumeghat the selectionof featuresis
madeusingMufasa In this sectionwe turnto a moregeneraknalysiswhichis independentf the
speci ¢ selectionalgorithm,andratherassumeshat we have a given classHs of mappingsfrom
meta-featuret aselectiordecision.Formally, Hs is a classof mappingdrom meta-featurealueto
f 0; 1g; thatis, for eachhs 2 Hs; hg : RKI fO; 1g. hs de neswhichfeaturesareselectedsfollows:

fisselected ) hs(u(f)) = 1;

where,asusual,u(f) is thevalueof the meta-featurefor featuref. Giventhevaluesof the meta-
featuresof all thefeaturegogethemwith hs we geta singlefeatureselectionhypothesis.Therefore,
Hs andthesetof possiblevaluesof meta-featureidirectly de nesourfeatureselectiorhypothesis
class,H;s. Sincewe areinterestedn selectingexactly n featureqn is prede ned),we useonly a
subsebf Hs wherewe only includefunctionsthatimply the selectiorof n features® For simplicity,
in the analysiswe usethe VC-dim of Hg without this restriction,which is an upperboundof the
VC-dim of therestrictedclass.

Our goalis to calculatean upperboundon the VC-dimension(Vapnik, 1998)of thejoint prob-
lem of feature-selectioandclassi cation. To achiese this,we rst derive anupperboundon Hss
asafunctionof VC-dim(Hs) andthe numberof featuresN.

Lemma6 LetHs bea classof mappingsromthe meta-featue space(RK) to f 0; 1g, andlet H¢s be
theinducedclassof featule selectionrschemesthefollowing inequalityholds:
eN VC-dinHy) .

His VC-dim(Hy)

Proof
The above inequality follows directly from the well known fact that a classwith VC-dim d
cannotproducemorethan & d differentpartitionsof a sampleof sizem (see for example Kearns
andVazirani1l994pp. 57).
[ |

Thenext lemmarelatesheVC dimensiorof theclassi cationconceptlass(dc), thecardinality
of theselectionclass( Hys ) andthe VC-dim of thejoint learningproblem.

Lemma7 Let H;s be a classof the possibleselectionschemedor selectingn featues out of N
and let H; be a classof classi ers over R". Let d; = d.(n) bethe VC-dimof H.. If d. 11
thenthe VC-dimof the combinedproblem(that is, choosing(h¢s;hc) 2 Hts Hc) is boundedby
(dc+ logjH¢sj + 1) logde.

Theproof of thislemmais givenin AppendixA.
Now we arereadyto statethe maintheoremof this section.

8. Notethatonevalid way to de ne Hs is by applyinga thresholdon a classof mappingsfrom meta-featurevaluesto
featurequality, O : RK! R. SeeExample2 attheendof this section.
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Theorem8 Let Hs be a classof mappingsfrom the meta-featue space(R¥) to f 0; 1g, let H¢s be
theinducedclassof feature selectionrschemedor selectingn outof N featuesandlet H¢ bea class
of classi ersover R". Letd; = d;(n) bethe VC-dimoftheH.. If d; 11, thenthe VC-dimof the
joint classH¢s Hc is upperboundedasfollows

VC-dim(Hss H) de+ dslogZ—N+ 1 logd;
S

whee ds is the VC-dimof Hs.

Theabove theorenfollows directly by substitutingLemmab in Lemmay.
To illustratethe gain of the above theorenwe calculatethe boundfor afew speci ¢ choicesof
Hs andH.:

1. First, notethatif we do not usemeta-featureshut considerall the possiblewaysto selectn
outof N featuregheabove boundis replacedoy

dc + log lr\: +1 logd; Q)

whichis verylargefor reasonablealuesof N andn.

2. AssumingthatbothHs andH. areclasse®f linearclassi erson RX andR" respectiely, then
ds= k+ 1landd; = n+ 1 andwe getthatthe VC of the combinedproblemof selectionand
classi cationis upperboundedby

O((n+ klogN)logn):

If Hc is aclassof linearclassi ers,but we allow ary selectionof n featuresghe boundis (by
substitutingn 1):

O((n+ nlogN)logn);
whichis muchlargerif k  n. Thusin thetypical casewherethe numberof meta-features

muchsmallerthanthe numberof selectedeatureqfor examplein Section6.2)the boundfor
meta-featurdasedselections muchsmaller

3. Assumingthatthe meta-featurearebinaryandHys is the classof all possiblefunctionsfrom
meta-featuréo f 0; 1g, thends = 2K andthe boundis

O dc.+ 2logN logd, ;
whichis still muchbetterthanthe boundin equationl if k  logn.

8. ChoosingGood Meta-features

At rst glancejt mightseenthatournew settingonly complicateshelearningproblem.Onemight
claim thatin additionto the standarchardtaskof nding a goodrepresentatiomf the instances,
now we alsohave to nd a goodrepresentatiof the featuresby meta-features.However, our
pointis thatwhile our settingmight be morecomplicatedo understandn mary casest facilitates

2370



LEARNING TO SELECT FEATURES

the dif cult andcrucial problemof nding a goodrepresentationlt givesus a systematiovay to
incorporateprior knowledgeaboutthefeaturesn thefeatureselectiorandextractionprocesslit also
enablesisto usetheacquiredexperiencén orderto guidethesearcHor goodfeatures Thefactthat
the numberof meta-featuress typically signi cantly smallerthanthe numberof featuresmakesit
easyto understandheresultsof thefeatureselectionprocesslt is easierto guesswhich properties
might be indicative of featurequality thanto guesswhich exact featuresaregood. Nevertheless,
the whole conceptcan work only if we use“good” meta-featuresand this requiresdesign. In
Sectionsb and 6.2 we demonstratediow to choosemetafeaturesfor speci ¢ problems. In this
sectionwe give generalguidelineson good choicesof meta-featuresand mappingsfrom meta-
featurevaluesto selectionof features.

First, notethatif thereis no correlationbetweemmeta-featureandquality, themeta-featureare
uselessin addition,if any two featureswith the samevalueof meta-featureareredundanthighly
correlated) we gain almostnothingfrom usinga large setof them. In generalthereis a trade-of
betweerntwo desiredproperties:

1. Featureswvith thesamevalueof meta-featurebave similar quality.

2. Thereis low redundang betweerfeatureswith the samevalueof meta-features.

When the numberof featureswe selectis small, we shouldnot be overly concernedabout
redundang and ratherfocus on choosingmeta-featureshat are informative on quality. On the
otherhand,if we wantto selectmary featuresredundang maybe dominantandthis requiresour
attention. Redundang canalsobe tackledby usinga distribution over meta-featurensteadof a
singlepoint.

In orderto demonstratehe above trade-of we carried out one more experimentusing the
MNIST dataset. We usedthe samekind of featuresasin Section6.2, but this time without shift-
invarianceandwith x ed scatter The taskwasto discriminatebetweem® and4 andwe used200
imagesasthetraining setandanother200 asthe testset. Thenwe usedMufasato selectfeatures,
wherethe meta-featuresvere eitherthe (x;y)-location or the numberof inputs. Whenthe meta-
featurewasthe (x; y)-location, the distribution of selectingthe features,p(vju), wasuniformin a
4 4 window aroundthe chosenocation(step2ain Mufasg. Thenwe checledthe classi cation
erroronthetestsetof alinearSVM (which usegheselectedeatures) We repeatedhis experiment
for differentnumbersof features’ The resultsare presentedn Figure8. Whenwe usea small
numberof featuresit is betterto usethe (x; y)-locationasa meta-featurevhereasvhenusingmary
featurest is betterto usethenumberof inputsasa meta-featureThis supportour contentiorabout
theredundang-homogeneitytrade-of. The(x;y)-locationsof featuresaregoodindicatorsof their
quality, but featuresrom similar positionstendto be redundantOn the otherhand,constraintoon
thenumberof inputsarelesspredictive of featurequality but do not causeredundany.

9. Summary and Discussion

In this papemwe presente@ novel approacho featureselection.Insteadof merelyselectinga setof
betterfeaturesut of agivenset,we suggestearningthe propertiesof goodfeatures.Thisapproach
canbeusedfor predictingthe quality of featureswithout measuringhemevenon asingleinstance.

9. We do not useshift invariancehere;thusall thefeatureshave the samecost.
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Figure8: Differentchoicesof meta-featuresThe generalizatiorerrorasa functionof the number
of selectedfeatures. The two lines correspondo usingdifferentmeta-features(x;y)-
locationor numberof inputs. The resultsof randomselectionof featuresare alsopre-
sented.

We suggesexploring for new goodfeatureshy assessinfeaturesvith meta-featurezaluessimilar
to thoseof known goodfeatures. Basedon this idea, we presentedwo new algorithmsthat use
featureprediction.The rst algorithmis MF-PFS which estimateshequality of individualfeatures
and obviatesthe needto calculatethem on the instances.This is usefulwhenthe computational
costof measuringeachfeatureis very high. The secondalgorithmis Mufasa which ef ciently
searchedor a goodfeaturesetwithout evaluatingindividual features. Mufasais very helpful in
featureextraction,wherethenumberof potentialfeaturess huge.Further it canalsohelpavoiding
over tting in thefeatureselectiontask.

In the context of objectrecognitionwe shavedthatthe feature(patch)quality canbe predicted
by its generaktatisticapropertiesvhicharenotdependenvntheobjectswve aretrying to recognize.
This resultsupportsthe existenceof a universalsetof features(universal-dictionary thatcanbe
usedfor recognitionof mostobjects. The existenceof sucha dictionaryis a key issuein computer
vision and brain research.We also shaved that whenthe selectionof featuresis basedon meta-
featuredt is possibleto derive bettergeneralizatiorboundson the combinedproblemof selection
andclassi cation.

In Section6 we usedmeta-featureto guidefeatureselection.Our searchfor goodfeaturess
computationallyef cient andhasgoodgeneralizatiorpropertieshecausave do not examineeach
individual feature.However, avoiding examinationof individual featuresnayalsobe considereas
adisadwantagesincewe mayincludesomeuselessndividual features.This canbe solved by using
a meta-featureguidedsearchasa fastbut rough Iter for goodfeaturesandthenapplyingmore
computationallydemandingelectionmethodghatexamineeachfeatureindividually.

In KrupkaandTishby (2007) meta-featuresvere usedto build a prior on the weightassigned
to eachfeatureby alinearclassi er. In thatstudy the assumptiorwasthat meta-featureareinfor-
mative aboutthe featureweights(including sign). In this work, however, meta-featureshouldbe
informative aboutfeaturerelevance andtheexactweight(andsign)is notimportant.An interesting
future researcldirectionwould be to combinetheseconceptf usingmeta-featuremto a single
framawork.

We appliedour approacho objectrecognitionanda handwritterdigit recognitionproblem,but
we expectour methodto be very usefulin mary otherdomains. For example,in the problemof
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tissueclassi cationaccordingo a geneexpressiorarraywhereeachgeneis onefeature ontology-
basedropertiegnaysene asmeta-featuredn mostcasesn thisdomaintherearemary genesand
very few training instancesthereforestandardeatureselectionmethodstendto over-t andthus
yield meaninglessesults(Ein-Dor et al., 2006). A meta-featurdbasedselectioncanhelpasit may
reducethe compleity of the classof possibleselections.

In additionto the applicationspresentecherewhich involve predictingthe quality of unseen
features,the meta-featuregramewnork can also be usedto improve estimationof the quality of
featureghatwe do seein thetrainingset. We suggesthatinsteadof usingdirectquality estimation,
we usesomeregressiorfunctiononthemeta-featurspacgasin Algorithm 1). Whenwe have only
a few training instancesdirect approximationof the featurequality is noisy; thuswe expectthat
smoothingthe directmeasuréoy usinga regressiorfunction of the meta-featuremayimprove the
approximation.

Appendix A. A Proof for Lemma7

Lemma7 Let H;s be a classof the possibleselectionschemedor selectingn featues out of N
and let H; be a classof classi ers over R". Letd; = d.(n) bethe VC-dimof H.. If d. 11
thenthe VC-dimof the combinedproblem(that is, choosing(h¢s;hc) 2 Hts Hc) is boundedby
(de+ logjH¢sj + 1) logde.

Proof

For agivensetof selectedeaturesthepossiblenumberof classi cationsof minstancess upper
de
bounded %‘ (seeKearnsandVaziranil994pp. 57). Thus,for the combinedearningproblem,

de
the total numberof possibleclassi cationsof minstancess upperboundedby jH+j %‘ . The

de
following chainof inequalitiesshavsthatif m= d.+ log H¢s + 1 logd. then Hss %“ < 2m

de de

jHig St ool Dioat jHid (elogan® 1+ 20T
e(jHid) ™% (elogde)* 2)
(iHs)** % (elogdc)* (3)
(iHrs)* 90+ 4)
dd* L (jHyg) 0% (5)
= e 1g{lout) (6)

_ 2(dc+1+longfsj)Iogdc.

wherewe usedthefollowing equationd inequalities:
(2)(1+a=d)4 € 8ad>0
(3) herewe assumegH;j > e, otherwisethelemmais trivial
(4) (elogd)d d¥*1 8d 1
(5)logd. > 2 (sinced. 11)
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8ab>1

Therefore, d.+ log Hfs + 1 logd. is anupperboundon VC-dim of the combinedlearning

problem.

Appendix B. Notation Table

Thefollowing tablesummarieghe notationandde nitions introducedn the paperfor quick refer

ence.
Notation Shortdescription Sections
meta-featue apropertythatdescribes feature
N total numberof candidatdeatures
n numberof selectedeatures
k numberof meta-features
m numberof traininginstances
S (abstractinstancespace 2,71
f afeature:formally, f : S!' R
c aclassi cationrule
SH S"is alabeledsetof instancegatrainingset) 2,3,7.1
u(f) thethevalueof the's meta-featuren featuref 2,6
u(f) u(f) = (up(f);:::;u(f)), avectorthatdescribeshefeaturef 2,6,7.1
u apoint(vector)in themeta-featurespace 2,6
Q amappingfrom meta-featuresalueto featurequality 3,7.2
YmE measuredjuality of thefeaturegfor instancenfogain) 3
XME Xwme (i; ) = thevalueof the j's meta-featur®nthei's feature 3
F; F;j asetof features 6
\% arandomvariableindicatingwhich featuresareselected 6
p(vju) the conditionaldistribution of V givenmeta-featuresalues(u) 6,8
he aclassi cationhypothesis 7.1
Hc theclassi cationhypothesislass 7.1
de the VC-dimensionof H, 7.2
hts afeatureselectiorhypothesis sayswhich n featuresareselected 7.1
His Thefeatureselectiorhypothesislass 7.1
hs A mappingform meta-featurespaceo f 0; 19 7.2
Hs Classof mappingfrom meta-featurspaceo f 0; 1g 7.2
ds TheVC-dimensionof Hg
J numberof iterationMufasa(Algorithm 3) does 6,7.1
IMFj Numberof possibledifferentvaluesof meta-features 7.1
erp (h) generalizatiorerrorof h 7.1
e‘rg(h) gsensitve trainingerror (instancewith margin < gcountaserror) 7.1

2374



LEARNING TO SELECT FEATURES

References

P.L. Bartlett. The sizeof the weightsis moreimportantthanthe size of the network. IEEE Trans-
actionson InformationTheory 1998.

A. Blum andJ. Langford. Pac-mdlbounds.LearningTheoryandKernelMachines 2003.
K. Crammer Mcsvm_1.0:C codefor multiclasssvm, 2003. http://www.cis.upenn.edu/crammer
D. DecosteandB. Schollopf. TraininginvariantsupportvectormachinesMachinelLearning 2002.

L. Ein-Dor, O. Zuk, andE. Domary. Thousand®f samplesareneededo generatea robustgene
list for predictingoutcomein cancer Proceeding®f the National Academyof Sciences2006.

D. Gabor Theoryof communicationJ. IEE, 93:429-4591946.

R.Gilad-BachrachA. Navot, andN. Tishby Margin basedeatureselection theoryandalgorithms.
In InternationalConfeenceon Machine Learning(ICML), 2004.

R. Greiner Usingvalueof informationto learnandclassifyunderhardbudgets.In NIPSWorkshop
on Value of Informationin Inference Learningand Decision-Making2005.

I. GuyonandA. Elisseef. An introductionto variableandfeatureselection. Journal of Machine
LearningReseath, 2003.

I. Guyon, J. Weston,S. Barnhill, and V. Vapnik. Geneselectionfor cancerclassi cation using
supportvectormachines MachineLearning 46, 2002.

M. W. KadousandC. Sammut.Classi cationof multivariatetime seriesandstructureddatausing
constructve induction. Machine Learning 2005.

M. J. KearnsandU. V. Vazirani. An Introductionto Computational.earningTheory MIT Press,
CambridgeMA, USA, 1994,

R. Kohari and G.H. John. Wrapperfor featuresubsetselection. Arti cial Intelligence 97(1-2):
273-3241997.

E. Krupka and N. Tishby Generalizatiorfrom obsened to unobsered featuresby clustering.
Journal of Machine LearningReseath, 2008.

E. KrupkaandN. Tishby Incorporatingprior knowledgeon featuresnto learning.In International
Confeenceon Arti cial Intelligenceand Statistic(AISTATS) 2007.

E. Kussul,T. Baidyk, L. KasatkinaandV. Lukovich. Rosenblatperceptrongor handwrittendigit
recognition.In Int'l Joint Confeenceon Neural Networks pagesl516—202001.

F. LauerandG. Bloch. Incorporatingprior knowledgein supportvectormachinedor classi cation:
areview. Submittedo Neuocomputing2006.

Y. LeCun, L. Bottou, Y. Bengio, and P. Haffner. Gradient-basedearningappliedto document
recognition.Proceeding®f the lEEE, 86(11):2278—-2324\lovemberl998.

2375



KRUPKA, NAVOT AND TISHBY

S.Lee,V. Chatalbashe D. Vickrey, andD. Koller. Learningameta-level prior for featurerelevance
from multiple relatedtasks.In InternationalConfeenceon Machine Learning(ICML), 2007.

K. Levi, M. Fink, andY. Weiss. Learningfrom a smallnumberof training examplesby exploiting
objectcateyories. LCVPRO4workshopon Learningin Computeiision, 2004.

D. Lizotte, O. Madani,andR. Greiner Budgetedearningof nave-bayeslassi ers. In Confeence
on Uncertaintyin Arti cial Intelligence(UAl), 2003.

A. Navot, L. ShpigelmanN. Tishby andE. Vaadia. Nearesineighborbasedfeatureselectionfor
regressiomandits applicationto neuralactvity. In Advancesn Neurl InformationProcessing
System¢NIPS) 2006.

J.R. Quinlan. Inductionof decisiontrees. In JudeW. Shavlik andThomasG. Dietterich,editors,
Readingsn Machine Learning Morgan Kaufmann,1990.

R.Raina,A.Y. Ng, andD. Koller. Constructingnformatie priorsusingtransferlearning.In Proc.
Twenty-Thid InternationalConfeenceon MachineLearning 2006.

T. Serre,L. Wolf, andT. Poggio. Objectrecognitionwith featuresinspiredby visual cortex. In
IEEE ComputerSocietyConfeenceon Computenision and PatternRecanition (CVPR) 2005.

T. Serre,L. Wolf, S. Bileschi, M. Riesenhuberand T. Poggio. Rolust objectrecognitionwith
cortex-like mechanismslEEE Transaction®n Pattern AnalysisandMachinelIntelligence 2007.

S. Shale-ShwartzandY. Singer Ef cient learningof labelrankingby soft projectionsonto poly-
hedra.Journal of Machine LearningReseath, 2006.

P. Simard,Y. LeCun,J.S.Denlker, andB. Victorri. Transformatiorinvariancen patternrecognition-
tangentistanceandtangentpropagtion. In Neural Networks:Tricks of the Trade 1996.

P. Y. Simard,Y. A. Le Cun,andDenler. Ef cient patternrecognitionusinga new transformation
distance In Advancesn Neumal InformationProcessingSystemgNIPS) 1993.

B. Taskar M. F. Wong, andD. Koller. Learningon the testdata: Leveragingunseerfeatures.In
InternationalConfeenceon Machine Learning(ICML), 2003.

S.Ullman, M. Vidal-NaquetandE. Sali. Visualfeaturesof intermediatecompleity andtheir use
in classi cation. Nature Neumoscience2002.

V. N. Vapnik. TheNature Of StatisticalLearningTheory SpringefVerlag,1995.
V. N. Vapnik. StatisticalLearningTheory Wiley, 1998.

J. Weston,S. Mukherjee,O. Chapelle M. Pontil, T. Poggio,andV. Vapnik. Featureselectionfor
svms.In Advancesn Neurl InformationProcessingsystemgNIPS) 2000.

2376



