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Abstract

The statistical perspective on boosting algorithms focuses on optimization, drawing parallels with
maximum likelihood estimation for logistic regression. In this paper we present empirical evidence
that raises questions about this view. Although the statistical perspective provides a theoretical
framework within which it is possible to derive theorems and create new algorithms in general con-
texts, we show that there remain many unanswered important questions. Furthermore, we provide
examples that reveal crucial flaws in the many practical suggestions and new methods that are de-
rived from the statistical view. We perform carefully designed experiments using simple simulation
models to illustrate some of these flaws and their practical consequences.
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1. Introduction

As the AdaBoost algorithm of Freund and Schapire (1996) gained popularity in the computer sci-
ence community because of its surprising success with classification, the statistics community fo-
cused its efforts on understanding how and why the algorithm worked. Friedman, Hastie and Tib-
shirani in 2000 made great strides toward understanding the AdaBoost algorithm by establishing a
statistical point of view. Among the many ideas in the Friedman, Hastie and Tibshirani Annals of
Statistics paper, the authors identified a stagewise optimization in AdaBoost, and they related it to
the maximization of the likelihood function in logistic regression. Much work has followed from
this paper: extensions of the algorithm to the regression setting (e.g., Buhlmann and Yu, 2003),
modification of the loss function (e.g., Hastie et al., 2001), and work on regularization methods for
the original AdaBoost algorithm and variants (e.g., Lugosi and Vayatis, 2004). This broad statistical
view of boosting is fairly mainstream in the statistics community. In fact, the statistics community
has taken to attaching the boosting label to any classification or regression algorithm that incorpo-
rates a stagewise optimization.

Despite the enormous impact of the Friedman, Hastie and Tibshirani paper, there are still ques-
tions about the success of AdaBoost that are left unanswered by this statistical view of boosting.
Chief among these is the apparent resistance to overfitting observed for the algorithm in countless
examples from both simulated and real data sets. This disconnect was noted in some of the dis-
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cussions published along with the original 2000 Annals of Statistics paper. For instance, Freund
and Schapire (2000) note that, “one of the main properties of boosting that has made it interesting
to statisticians and others is its relative (but not complete) immunity to overfitting,” and write that
the paper by Friedman, Hastie and Tibshirani “does not address this issue.” Also Breiman (2000)
writes, “a crucial property of AdaBoost is that it almost never overfits the data no matter how many
iterations it is run,” and states “unless I am missing something, there is no explanation in the paper.”

Various arguments are given in response to the question of why boosting seems to not overfit.
A view popular in computer science attributes the lack of overfitting to boosting’s ability to achieve
a large margin separating the two classes, as discussed by Schapire et al. (1998). A number of
different opinions exist in the statistics community. Many statisticians simply argue that boosting
does in fact overfit and construct examples to prove it (e.g., Ridgeway, 2000). While single examples
certainly disprove claims that boosting never overfits, they do nothing to help us understand why
boosting resists overfitting and performs very well for the large collection of examples that raised
the question in the first place. Others argue that boosting will eventually overfit in most all cases
if run for enough iterations, but that the number of iterations needed can be quite large since the
overfitting is quite slow. Such a notion is difficult to disprove through real examples since any
finite number of iterations may not be enough. Furthermore, it is difficult to prove limiting results
for an infinite number of iterations without substantially over-simplifying the algorithm. Some
evidence supporting the argument that boosting will eventually overfit can be found in Grove and
Schuurmans (1998) which has examples for which boosting overfits when run for a very large
number of iterations. Another argument often used is that boosting’s success is judged with respect
to 0/1 misclassification loss, which is a loss function that is not very sensitive to overfitting (e.g.,
Friedman et al., 2000b). More detailed explanations attribute the lack of overfitting to the stagewise
nature of the algorithm (e.g., Buja, 2000). Along this same line, it has also been observed that
the repeated iterations of the algorithm give rise to a self-averaging property (e.g., Breiman, 2000).
This self-averaging works to reduce overfitting by reducing variance in ways similar to bagging
(Breiman, 1996) and Random Forests (Breiman, 2001).

Whatever the explanation for boosting’s resistance to overfitting in so many real and important
examples, the statistical view of boosting as an optimization does little to account for this. In fact
the statistical framework as proposed by Friedman, Hastie and Tibshirani does exactly the opposite;
it suggests that overfitting should be a major concern. Still, in the final analysis, we do not imply
that the statistical view is wrong. Indeed, we agree with Buja (2000) who writes, “There is no single
true interpretation of anything; interpretation is a vehicle in the service of human comprehension.
The value of an interpretation is in enabling others to fruitfully think about an idea.” Certainly the
paper of Friedman, Hastie and Tibshirani and other related work is quite valuable in this regard.
However, any view or theoretical understanding generally gives rise to practical suggestions for
implementation. Due to the disconnect between the statistical view and reality, many of these
resulting practical suggestions are misguided and empirical performance suffers accordingly. In
this paper we focus on illustrating this phenomenon through simulation experiments.

It is important to note that although this paper deals with “the statistical view of boosting”, it is
an overgeneralization to imply there is only one single view of boosting in the statistical community.
All statisticians are not of a single mindset, and much literature has been produced subsequent to
the Friedman, Hastie and Tibshirani Annals of Statistics paper. Much of what we categorize as the
statistical view of boosting can be found in that original paper, but other ideas, especially those in
Sections 3.9, 3.10, 4.9 and 4.10, are attributable to other researchers and subsequent publications in
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the statistics community. For this reason, we are careful to provide references and direct quotations
throughout this paper.

The following section describes the general setting for classification and the AdaBoost algo-
rithm. Sections 3 and 4 consider a collection of practical suggestions, commonly held beliefs and
modifications to the AdaBoost algorithm based on the statistical view. For each one, a simulation
providing contradictory evidence is included. Section 5 mentions a slightly different set of simula-
tions to consider, and finally Section 6 offers practical advice in light of the evidence presented in
this paper as well as some concluding remarks.

2. The Classification Problem and Boosting

In this section we will begin by describing the general problem of classification in statistics and
machine learning. Next we will describe the AdaBoost algorithm and give details of our implemen-
tation.

2.1 Classification

The problem of classification is an instance of what is known as supervised learning in machine

of predictors (xi(l);:::;xi(d)) and y; € {—1;+1} is the associated observed class label. To justify
generalization, it is usually assumed that the training data are iid samples of random variables
(X;Y) having some unknown distribution. The goal is to learn a rule é(x) that assigns a class label
in {—1;+1} to any new observation x. The performance of this rule is usually measured with respect
to misclassification error, or the rate at which new observations drawn from the same population are
incorrectly labelled. Formally we can define the misclassification error for a classification rule C(x)
as P(C(X) #Y).

For any given data set misclassification error can be estimated by reserving a fraction of the
available data for test data and then computing the percent of incorrect classifications resulting from
the classifier trained on the remainder of the data. Various cross-validation techniques improve
upon this scheme by averaging over different sets of test data. In this paper we will consider only
examples of simulated data so that the joint distribution of X and Y is known. This will enable us
to estimate misclassification error as accurately as desired by simply repeatedly simulating training
and test data sets and averaging the misclassification errors from the test sets.

2.2 Boosting

AdaBoost (Freund and Schapire, 1996) is one of the first and the most popular boosting algorithms
for classification. The algorithm is as follows. First let Fo(x;) = 0 for all x; and initialize weights

e Fit the classifier gm to the training data using weights w; where g, maps each x; to -1 or 1.

e Compute the weighted error rate e; = L1 Wil[yi # gm(xi)] and half its log-odds, om =
3log o,

o LetFy=Fyn 1+0mdm.

e Replace the weights w; with w; = w;e @mIm()% and then renormalize by replacing each w;
by wi=(3 wi).
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The final classifier is 1 if Fy > 0 and -1 otherwise. The popularity of this algorithm is due to a
vast amount of empirical evidence demonstrating that the algorithm yields very small misclassifica-
tion error relative to competing methods. Further, the performance is remarkably insensitive to the
choice of the total number of iterations M. Usually any sufficiently large value of M works well.
For the simulations in this paper we will take M = 1000, with the single exception of the simulation
in Section 4.7 where it is instructive to consider M = 5000.

Many variations of the AdaBoost algorithm now exist. We will visit some of these in Sections 3
and 4 and compare their performance to the original AdaBoost algorithm. Further, these variations
as well as AdaBoost itself are very flexible in the sense that the class of classifiers from which each
Om is selected can be quite general. However, the superior performance of AdaBoost is generally in
the context of classification trees. For this reason we will use classification trees in our experiments.
Specifically, the trees will be fit using the “rpart” function in the “R” statistical software package
(http://www.r-project.org/). The R code for all the experiments run in this paper is available on the
web page http://www.davemease.com/contraryevidence.

3. Experiments Which Contradict the Statistical View of Boosting

In this section we describe the results of several experiments based on simulations from the model
introduced below. Each experiment is meant to illustrate particular inconsistencies between that
which is suggested by the statistical view of boosting and what is actually observed in practice.
For the experiments we will consider in this section we will simulate data from the model
" #

J .
P(Y =1]x) =q+(1—2q) | Zx(1)>J=2 :
=1

We will take X to be distributed iid uniform on the d-dimensional unit cube [0;1]9. The constants
n, d, J and q will be set at different values depending on the experiment. Note that q is the Bayes
error and J < d is the number of effective dimensions. Recall n is the number of observations used
to train the classifier. The unconditional probabilities for each of the two classes are always equal
since P(Y = 1) = P(Y = 0) = 1=2: The only exceptions to this are experiments in which we take
J =0 for which the sum (and thus the indicator) is taken to be always zero. In these cases the model
reduces to the “pure noise” model P(Y = 1|x) = q for all x.

3.1 Should Stumps Be Used for Additive Bayes Decision Rules?

Additive models are very popular in many situations. Consider the case in which the Bayes decision
rule is additive in the space of the predictors x(1; ::::x(d). By this we mean that the Bayes decision
rule can be written as the sign of 59, hi(x() for some functions hy;:::; hg. This is true, for example,
for our simulation model. The classification rule produced by AdaBoost is itself necessarily addi-
tive in the classifiers gm. Thus when the g, are functions of only single predictors the AdaBoost
classification rule is additive in the predictor space. For this reason it has been suggested that one
should use stumps (2-node trees) if one believes the optimal Bayes rule is approximately additive,
since stumps are trees which only involve single predictors and thus yield an additive model in the
predictor space for AdaBoost. It is believed that using trees of a larger size will lead to overfitting
because it introduces higher-level interactions. This argument is made explicit in Hastie et al. (2001)
on pages 323-324 and in Friedman et al. (2000a) on pages 360-361.
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Figure 1: Comparison of AdaBoost with Stumps (Black, Thick) and 8-Node Trees (Red, Thin) for
an Additive Bayes Rule

Despite the logic of this argument which is based on the idea that one should use an additive
model when fitting an additive function, it can be observed that often, in fact, using larger trees is
more effective than using stumps even when the Bayes rule is additive. The reason has to do with
the fact that boosting with larger trees actually often overfits less than boosting with smaller trees in
practice since the larger trees are more orthogonal and a self-averaging process prevents overfitting.
We do not endeavor to make this argument rigorous here, but we will provide a compelling example.

For our example we will use our model with a Bayes error rate of g = 0:1, a training sample size
of n =200 and d = 20 dimensions of which J =5 are active. Figure 1 displays the misclassification
error of AdaBoost based on hold out samples of size 1000 (also drawn iid on [0;1]%) as a function
of the iterations. The results are averaged over 100 repetitions of the simulation. While AdaBoost
with stumps (thick, black curve) leads to overfitting very early on, AdaBoost with 8-node trees
(thin, red curve) does not suffer from overfitting and leads to smaller misclassification error. In
fact, the misclassification error by 1000 iterations was smaller for the 8-node trees in 96 of the 100
simulations. The average (paired) difference in misclassification error was 0:031 with a standard
error of 0:018=+/100 = 0:0018. Also note that both algorithms here perform considerably worse
than the Bayes error rate of g = 0:1.

The R code for this experiment as well as all others in this paper can be found at
http://www.davemease.com/contraryevidence. We encourage the reader to appreciate the repro-
ducibility of the qualitative result by running the code for various values of the parameters g; n, d
and J.

It is worth further commenting on the fact that in this simulation AdaBoost with stumps leads
to overfitting while AdaBoost with the larger 8-node trees does not, at least by 1000 iterations. This
is of special interest since many of the examples other researchers provide to show AdaBoost can
in fact overfit often use very small trees such as stumps as the base learner. Some such examples
of overfitting can be found in Friedman et al. (2000a), Jiang (2000) and Ridgeway (2000) as well
as Leo Breiman’s 2002 Wald Lectures on Machine Learning.> The belief is that if stumps overfit
then so will larger trees since the larger trees are more complex. (Clearly the example presented

1. Breiman's lecture notes can be found at http://www.stat.berkel ey.edu/users/breiman/wal d2002- 1.pdf.
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in this section shows that this is not the case.) To illustrate this viewpoint consider the quote from
Jiang (2001) who writes, “all these base systems, even the ones as simple as the ‘stumps’, will
unavoidably lead to suboptimal predictions when boosted forever.” Additionally, such examples in
which overfitting is observed also often deal with extremely low-dimensional cases such as d =2
or even d = 1. By experimenting with the simulation code provided along with this paper one
can confirm that in general AdaBoost is much more likely to suffer from overfitting in trivial low-
dimensional examples as opposed to high-dimensional situations where it is more often used.

3.2 Should Smaller Trees Be Used When the Bayes Error is Larger?

Similar arguments to those in the previous section suggest that it is necessary to use smaller trees for
AdaBoost when the Bayes error is larger. The reasoning is that when the Bayes error is larger, the
larger trees lead to a more complex model which is more susceptible to overfitting noise. However,
in practice we can often observe the opposite to be true. The higher Bayes error rate actually can
favor the larger trees. This counterintuitive result may be explained by the self-averaging which
occurs during the boosting iterations as discussed by Krieger et al. (2001). Conversely, the smaller
trees often work well for lower Bayes error rates, provided they are rich enough to capture the
complexity of the signal.

We illustrate this phenomenon by re-running the experiment in the previous section, this time
using g = 0, which implies the Bayes error is zero. The average misclassification error over the 100
hold out samples is displayed in the top panel of Figure 2. It can now be observed that AdaBoost
with stumps performs better than AdaBoost with 8-node trees. In fact, this was the case in 81 out of
the 100 simulations (as opposed to only 4 of the 100 for g = 0:1 from before). The mean difference
in misclassification error after 1000 iterations was 0.009 with a standard error of 0:011=+/100 =
0:0011. The bottom panel of Figure 2 confirms that AdaBoost with stumps outperforms AdaBoost
with 8-node tress only for very small values of g with this simulation model.

3.3 Should LogitBoost Be Used Instead of AdaBoost for Noisy Data?

The LogitBoost algorithm was introduced by Friedman et al. (2000a). The algorithm is similar
to AdaBoost, with the main difference being that LogitBoost performs stagewise minimization of
the negative binomial log likelihood while AdaBoost performs stagewise minimization of the ex-
ponential loss. By virtue of using the binomial log likelihood instead of the exponential loss, the
LogitBoost algorithm was believed to be more “gentle” and consequently likely to perform bet-
ter than AdaBoost for classification problems in which the Bayes error is substantially larger than
zero. For instance, on page 309 Hastie et al. (2001) write, “it is therefore far more robust in noisy
settings where the Bayes error rate is not close to zero, and especially in situations where there is
misspecification of the class labels in the training data.”

Despite such claims, we often observe the opposite behavior. That is, when the Bayes error
is not zero, LogitBoost often overfits while AdaBoost does not. As an example, we consider the
performance of AdaBoost and LogitBoost on the simulation from Section 3.1 in which the Bayes
error was q = 0:1. The base learners used are 8-node trees. Figure 3 displays the performance
averaged over 100 hold out samples. It is clear that LogitBoost (blue, thick) begins to overfit after
about 200 iterations while AdaBoost (red, thin) continues to improve. After 1000 iterations the mean
difference was 0.031 with a standard error of 0:017=1/100=0.0017. The misclassification error for
LogitBoost at 1000 iterations was larger than that of AdaBoost in all but 4 of the 100 simulations.
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Figure 2: Comparison of AdaBoost with Stumps (Black, Thick) and 8-Node Trees (Red, Thin) for
an Additive Bayes Rule. Top Panel: Misclassification Error for Zero Bayes Error as a
Function of the Iterations. Bottom Panel: Misclassification Error at 1000 Iterations as a
Function of the Bayes Error Rate g.

Other examples of this phenomenon of LogitBoost overfitting noisy data when AdaBoost does not
can be found in Mease et al. (2007).

The R code used for LogitBoost was written by Marcel Dettling and Peter Buhlmann and can
be found at http://stat.ethz.ch/~dettling/boosting.html. Two small modifications were made to the
code in order to fit 8-node trees, as the original code was written for stumps.

It should be noted that LogitBoost differs from AdaBoost not only in the loss function which it
minimizes, but also in the Newton style minimization that it employs to carry out the minimization.
For this reason it would be of interest to examine the performance of the algorithm in Collins
et al. (2000) which minimizes the negative binomial log likelihood in a manner more analogous to
AdaBoost. We do not consider that algorithm in this paper since our focus is mainly on the work of
Friedman et al. (2000a) and the implications in the statistical community.
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Figure 3: Comparison of AdaBoost (Red, Thin) and LogitBoost (Blue, Thick) with 8-Node Trees

3.4 Should Early Stopping Be Used to Prevent Overfitting?

In order to prevent overfitting, one popular regularization technique is to stop boosting algorithms
after a very small number of iterations, such as 10 or 100. The statistics community has put a
lot of emphasis on early stopping as evidenced by the large number of papers on this topic. For
example, the paper “Boosting with Early Stopping: Convergence and Consistency” by Zhang and
Yu (2005) tells readers that “boosting forever can overfit the data” and that “therefore in order to
achieve consistency, it is necessary to stop the boosting procedure early.” Standard implementations
of boosting such as the popular gbm package for R by Ridgeway (2005) implement data-derived
early stopping rules.

The reasoning behind early stopping is that after enough iterations have occurred so that the
complexity of the algorithm is equal to the complexity of the underlying true signal, then any addi-
tional iterations will lead to overfitting and consequently larger misclassification error. However, in
practice we can often observe that additional iterations beyond the number necessary to match the
complexity of the underlying true signal actually reduce the overfitting that has already occurred
rather than causing additional overfitting. This is likely due to the self-averaging property of Ad-
aBoost to which we eluded earlier.

To illustrate this we use a somewhat absurd example. We take J = 0 in our simulation model,
so that there is no signal at all, only noise. We have P(Y = 1|x) = q so that Y does not depend on x
in any way. We take a larger sample size of n = 5000 this time, and also use larger 28 = 256-node
trees. The experiment is again averaged over 100 repetitions, each time drawing the n = 5000 x
values from [0;1]% with d = 20. The 100 hold out samples are also drawn from [0;1]%° each time.
The Bayes error rate is g = 0:2.

Since there is no signal to be learned, we can observe directly the effect of AdaBoost’s iterations
on the noise. We see in Figure 4 that early on there is some overfitting, but this quickly goes away
and the misclassification error decreases and appears to asymptote very near the Bayes error rate of
g = 0:2. In fact, the final average after 1000 iterations (to three decimals accuracy) is 0.200 with a
standard error of 0:013=+/100=0.0013. Even more interesting, the misclassification error after 1000
iterations is actually less than that after the first iteration (i.e., the misclassification error for a single
28-node tree). The mean difference between the misclassification error after one iteration and that
after 1000 iterations was 0.012 with a standard error of 0:005=+/100=0.0005. The difference was

138



EVIDENCE CONTRARY TO THE STATISTICAL VIEW OF BOOSTING

©
(\! -
o A
5 ||
oo | |
c N ||
8 o ‘ \
S \
£ 1)
o © \
K%} (AN
= T ‘\V\'
o \\Mﬂ
IS
o T T T T T T
0 200 400 600 800 1000

AdaBoost Iterations

Figure 4: AdaBoost on 20% Pure Noise

positive in 99 of the 100 repetitions. Thus we see that not only does AdaBoost resist overfitting the
noise, it actually fits a classification rule that is less overfit than its own 28-node tree base classifier.

3.5 Should Regularization Be Based on the Loss Function?

Since the statistical view of boosting centers on the stagewise minimization of a certain loss function
on the training data, a common suggestion is that regularization should be based on the behavior of
that loss function on a hold out or cross-validation sample. For example, the implementation of the
AdaBoost algorithm in the gbm package (Ridgeway, 2005) uses the exponential loss 3! ;e YiFin(%)
to estimate the optimal stopping time. Indeed, if early stopping is to be used as regularization, the
statistical view would suggest stopping when this exponential loss function begins to increase on
a hold out sample. However, in practice the misclassification error often has little to do with the
behavior of the exponential loss on a hold out sample. To illustrate this, we return to the experiment
in Section 3.1. If we examine the exponential loss on hold out samples for AdaBoost with the 8-node
trees, it can be seen that this loss function is exponentially increasing throughout the 1000 iterations.
This is illustrated in Figure 5 which shows the linear behavior of the log of the exponential loss for
a single repetition from this experiment on a hold out sample of size 1000. Thus, early stopping
regularization based on the loss function would suggest stopping after just one iteration, when in
fact Figure 1 shows we do best to run the 8-node trees for the full 1000 iterations. This behavior has
also been noted for LogitBoost as well (with respect to the negative log likelihood loss) in Mease
et al. (2007) and in Dettling and Buhlmann (2003). In the latter reference the authors estimated a
stopping parameter for the number of iterations using cross-validation but observed that they “could
not exploit significant advantages of estimated stopping parameters” over allowing the algorithm to
run for the full number of iterations (100 in their case).

3.6 Should the Collection of Basis Functions Be Restricted to Prevent Overfitting?

Another popular misconception about boosting is that one needs to restrict the class of trees in
order to prevent overfitting. The idea is that if AdaBoost is allowed to use all 8-node trees for
instance, then the function class becomes too rich giving the algorithm too much flexibility which
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Figure 5: The Log of the Exponential Loss for AdaBoost on a Hold Out Sample
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Figure 6: Comparison of AdaBoost with 8-Node Trees (Red, Thin) to AdaBoost with 8-Node Trees
Restricted to Have at Least 15 Observations in Each Terminal Node (Purple, Thick)

leads to overfitting. This line of thinking gives rise to various methods for restricting or regu-
larizing the individual trees themselves as a method of regularizing the AdaBoost algorithm. For
instance, the implementation of AdaBoost in the gbm code (Ridgeway, 2005) has a parameter called
“n.minobsinnode” which is literally the minimum number of observations in the terminal nodes of
the trees. The default of this value is not 1, but 10.

In spite of this belief, it can be observed that the practice of limiting the number of observa-
tions in the terminal nodes will often degrade the performance of AdaBoost. It is unclear why this
happens; however, we note that related tree ensemble algorithms such as PERT (Cutler and Zhao,
2001) have demonstrated success by growing the trees until only a single observation remains in
each terminal node.

As an example of this performance degradation, we again revisit the simulation in Section 3.1
and compare the (unrestricted) 8-node trees used there to 8-node trees restricted to have at least 15
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Figure 7: Comparison of AdaBoost (Red, Thin) and AdaBoost with Shrinkage (Green, Thick)

observations in each terminal node. (This is done in R by using the option “minbucket=15" in the
“rpart.control” syntax.) Figure 6 shows the results with the unrestricted 8-node trees given by the
red (thin) curve and the restricted 8-node trees given by the purple (thick) curve. The degradation
in performance is evident, although not extremely large. The mean difference in misclassification
error at 1000 iterations was 0.005 with a standard error of 0:010=1/100=0.001. AdaBoost with
unrestricted 8-node trees gave a lower misclassification error in 67 of the 100 repetitions.

3.7 Should Shrinkage Be Used to Prevent Overfitting?

Shrinkage is yet another form of regularization that is often used for boosting algorithms. In the
context of AdaBoost, shrinkage corresponds to replacing the o, in the update formula F, = Fy, 1+
Om0m by vam, where v is any positive constant less than one. The value v = 0:1 is popular. In the
statistical view of boosting, shrinkage is thought to be extremely important. It is believed to not only
reduce overfitting but also to increase the maximum accuracy (i.e., the minimum misclassification
error) over the iterations. For instance, Friedman et al. (2000b) write, “the evidence so far indicates
that the smaller the value of v, the higher the overall accuracy, as long as there are enough iterations.”

Despite such claims, it can be observed that shrinkage often does not improve performance
and instead can actually cause AdaBoost to overfit in situations where it otherwise would not. To
understand why this happens one needs to appreciate that it is the suboptimal nature of the stagewise
fitting of AdaBoost that helps it to resist overfitting. Using shrinkage can destroy this resistance.
For an example, we again revisit the simulation in Section 3.1 using the 8-node trees. In Figure 7
the red (thin) curve corresponds to the misclassification error for the 8-node trees just as in Section
3.1 and the green (thick) curve now shows the effect of using a shrinkage value of v = 0:1. It is
clear that the shrinkage causes overfitting in this simulation. By 1000 iterations shrinkage gave a
larger misclassification error in 95 of the 100 repetitions. The mean difference in misclassification
error at 1000 iterations was 0.021 with a standard error of 0:012=+/100=0.0012.
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3.8 Is Boosting Estimating Probabilities?

The idea that boosting produces probability estimates follows directly from the statistical view
through the stagewise minimization of the loss function. Specifically, the exponential loss
z{‘zle YiFm(%) “which is minimized at each stage by AdaBoost, achieves its minimum when the
function Fn(x) relates to the true conditional class probabilities p(x) = P(Y = 1|x) by the formula

Fn(x) = % log 1p(px()x). This leads to the estimator of p(x) after m iterations given by

Pm(x) = 1=(1+e Zm):

This relationship between the score function F, in AdaBoost and conditional class probabilities
is given explicitly in Friedman et al. (2000a). An analogous formula is also given for obtaining
probability estimates from LogitBoost. Standard implementations of boosting such as Dettling
and Buhlmann’s LogitBoost code at http://stat.ethz.ch/~dettling/boosting.html as well as the gbm
LogitBoost code by Ridgeway (2005) output conditional class probabilities estimates directly.

Despite the belief that boosting is estimating probabilities, the estimator pm(X) given above is
often extremely overfit in many cases in which the classification rule from AdaBoost shows no signs
of overfitting and performs quite well. An example is given by the experiment in Section 3.1. In
Figure 1 we saw that the classification rule using 8-node trees performed well and did not overfit
even by 1000 iterations. Conversely, the probability estimates are severely overfit early on. This is
evidenced by the plot of the exponential loss in Figure 5. In this context the exponential loss can be
thought of as an estimate of a probability scoring rule which quantifies the average disagreement
between a true probability p and an esti,gate p using only bitiBry data (Buja et al., 2006). For
the exponential loss the scoring ruleis p- (1 —p)=p+ (1 —p) p=(1— p). The fact that the plot
in Figure 5 is increasing shows that the probabilities become worse with each iteration as judged
by this scoring rule. Similar behavior can be seen using other scoring rules such as the squared
loss (p — P)? and the log loss —plog p — (1 — p)log(1 — p) as shown in Mease et al. (2007). This
reference also shows the same behavior for the probability estimates from LogitBoost, despite the
fact that efficient probability estimation is the main motivation for the LogitBoost algorithm.

The reason for the overfitting of these probability estimators is that as more and more iterations
are added to achieve a good classification rule, the value of |Fy| at any point is increasing quickly.
The classification rule only depends on the sign of F, and thus is not affected by this. However, this
increasing tendency of |Fy,| impacts the probability estimates by causing them to quickly diverge
to 0 and 1. Figure 8 shows the probability estimates pm(x) = 1=(1+e 2m()) for AdaBoost from
a single repetition of the experiment in Section 3.1 using 8-node trees on a hold out sample of
size 1000. The top histogram corresponds to m = 10 iterations and the bottom histogram shows
m = 1000 iterations. The histograms each have 100 equal width bins. It can be seen that after only
10 iterations almost all of the probability estimates are greater than 0.99 or less than 0.01, and even
more so by 1000 iterations. This indicates a poor fit since we know all of the true probabilities are
either 0.1 or 0.9.

Other researchers have also noted this type of overfitting with boosting and have used it as an
argument in favor of regularization techniques. For instance, it is possible that using a regulariza-
tion technique such as shrinkage or the restriction to stumps as the base learners in this situation
could produce better probability estimates. However, from what we have seen of some regular-
ization techniques in this paper, we know that regularization techniques often severely degenerate
the classification performance of the algorithm. Furthermore, some are not effective at all in many
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Figure 8: Probability Estimates From AdaBoost at m = 10 Iterations (Top) and m = 1000 Iterations
(Bottom)

situations. For instance, early stopping, one of the most popular regularization techniques, is of
little help when the probabilities overfit from the outset as in Figure 5. For a technique that achieves
conditional probability estimation using AdaBoost without modification or regularization the reader
should see Mease et al. (2007).

3.9 Is Boosting Similar to the One Nearest Neighbor Classifier?

In all the experiments considered in this paper, AdaBoost achieves zero misclassification error on
the training data. This characteristic is quite typical of AdaBoost and has led some researchers to
draw parallels to the (one) nearest neighbor classifier, a classifier which necessarily also yields zero
misclassification error on the training data. This characteristic has also been suggested as a reason
why AdaBoost will overfit when the Bayes error is not zero.

The belief in a similarity between boosting and the nearest neighbor classifier was not expressed
in the original paper of Friedman et al. (2000a), but rather has been expressed more recently in the
statistics literature on boosting by authors such as Wenxin Jiang in papers such as Jiang (2000),
Jiang (2001) and Jiang (2002). In Jiang (2000), the equivalence between AdaBoost and the nearest
neighbor classifier is established only for the case of d = 1 dimension. In the d =1 case, the
equivalence is merely a consequence of fitting the training data perfectly (and following Jiang’s
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convention of using midpoints of the training data for the classification tree splits). However, as we
will see from the experiment in this section, the behavior of AdaBoost even in d = 2 dimensions is
radically different from the nearest neighbor rule.

Despite this difference, Jiang goes on to suggest that the performance of AdaBoost in higher
dimensions might be similar to the case of d = 1 dimension. For instance in “Is Regularization
Unnecessary for Boosting?” Jiang (2001) writes, “it is, however, plausible to conjecture that even
in the case of higher dimensional data running AdaBoost forever can still lead to a suboptimal
prediction which does not perform much better than the nearest neighbor rule.” Further, Jiang
(2002) writes, “the fit will be perfect for almost all sample realizations and agree with the nearest
neighbor rule at all the data points as well as in some of their neighborhoods” and that “the limiting
prediction presumably cannot perform much better than the nearest neighbor rule.”

To understand why equivalent behavior on the training data (or “data points™ using Jiang’s termi-
nology above) does not imply similar performance for classification rules for d > 1, it is important
to remember that in the case of continuous data the training data has measure zero. Thus the be-
havior on the training data says very little about the performance with respect to the population.
This is well illustrated by the pure noise example from Section 3.4. For any point in the training
data for which the observed class differs from the class given by the Bayes rule, both AdaBoost and
nearest neighbor will classify this point as the observed class and thus disagree with the Bayes rule.
However, the volume of the affected neighborhood surrounding that point can be arbitrarily small
with AdaBoost, but will necessarily be close to 1=n of the total volume with nearest neighbor.

To help the reader visualize this, we consider a d = 2-dimensional version of the pure noise
example from Section 3.4. We again use a Bayes error rate of g = 0:2 but now take only n = 200
points spread out evenly according to a Latin hypercube design. The left plot in Figure 9 shows
the resulting classification of AdaBoost using 8-node trees after 1000 iterations and the right plot
shows the rule for nearest neighbor. The training points with Y = —1 are colored black and those
with Y = +1 are colored yellow. Regions classified as —1 are colored purple and those classified as
+1 are colored light blue. Since the Bayes rule is to classify the entire area as —1, we can measure
the overfitting of the rules by the fraction of the total area colored as light blue. The nearest neighbor
classifier has 20% of the region colored as light blue (as expected), while AdaBoost has only 16%.
The two classifiers agree “at all the [training] data points as well as in some of their neighborhoods”
as stated by Jiang, but the “some” here is relatively small.

In higher dimensions this effect is even more pronounced. For the d = 20-dimensional example
from Section 3.4 the area (volume) of the light blue region would be essentially zero for AdaBoost
(as evidenced by its misclassification error rate matching almost exactly that of the Bayes error),
while for nearest neighbor it remains at 20% as expected. Thus we see that the nearest neighbor
classifier differs from the Bayes rule for 20% of the points in both the training data and the pop-
ulation while AdaBoost differs from the Bayes rule for 20% of the points in the training data but
virtually none in the population.

The differences between the nearest neighbor classifier and AdaBoost are obvious in the other
experiments in this paper as well. For instance, for the experiment in Section 3.1 the nearest neigh-
bor classifier had an average misclassification error rate of 0.376 versus 0.246 for AdaBoost with
the 8-node trees.

144



EVIDENCE CONTRARY TO THE STATISTICAL VIEW OF BOOSTING

Q S
— —
(o] [ee]
o o |
© ©
~ OS] ~ OS]
= 4 =
S S
N N
o | o |
Qo | S |
© I I I I I I © I I I I I I
0.0 02 04 06 08 1.0 00 02 04 06 08 10
xW <@

Figure 9: Comparison of AdaBoost (Left) and Nearest Neighbor (Right) on 20% Pure Noise

3.10 Is Boosting Consistent?

An important question to ask about any estimator is whether or not it is consistent. A consistent
estimator is defined to be any estimator for which the estimated quantity converges in probability
to the true quantity. In our context, to ask if AdaBoost is a consistent estimator is to ask if its clas-
sification rule converges in probability to the Bayes rule. If it is consistent, then with a sufficiently
large training sample size n its misclassification error will come arbitrarily close to the Bayes error.

The belief in the statistics community is that AdaBoost is not consistent unless regularization is
employed. The main argument given is that if AdaBoost is left unregularized it will eventually fit all
the data thus making consistency impossible as with the nearest neighbor classifier. Consequently,
all work on the consistency of boosting deals with regularized techniques. While we have noted in
Section 3.9 that it is characteristic of AdaBoost to achieve zero misclassification error on the training
data, we have also discussed the fact that this in no way determines its performance in general, as
the training data has measure zero in the case of continuous data. In fact in Section 3.4 we observed
that with a sample size of n = 5000 AdaBoost with 28-node trees achieved the Bayes error rate to
three decimals on a 20% pure noise example despite fitting all the training data.

In this section we consider a simulation with this same sample size and again 28-node trees but
we now include a signal in addition to the noise. We take J =1 and use d = 5 dimensions and fix the
Bayes error rate at g = 0:1. The resulting misclassification error rate averaged over 100 repetitions
each with a hold out sample of size 1000 is shown in Figure 10. As before, AdaBoost fits all the
training data early on, but the misclassification error after 1000 iterations averages only 0.105 with
a standard error of 0:010=1/100=0.001. This is quite close to the Bayes error rate ¢ = 0:1 and can
be observed to come even closer by increasing the sample size. It should also be noted that this
error rate is much below the limit of 2q(1 — q) = 0:18 that holds for the nearest neighbor classifier
in this case.

The belief that unregularized AdaBoost can not be consistent is promoted by Wenxin Jiang’s
work mentioned in Section 3.9 connecting the performance of AdaBoost and the nearest neighbor
classifier. His result for d = 1 rules out consistency in that case since the nearest neighbor rule is
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Figure 10: Performance of AdaBoost for a Simulation with a Bayes Error of 0.1

not consistent, but nothing is established for d > 1 with regard to AdaBoost. Jiang (2002) admits
this when he writes, “what about boosting forever with a higher dimensional random continuous
predictor x with dim(x) > 1? We do not have theoretical results on this so far.”

4. More Experiments Which Contradict the Statistical View of Boosting

In this section we revisit the experiments from Section 3 using a different simulation model. The
purpose here is to show that the results are reproducible and do not depend on a particular simulation
model. We also encourage readers to experiment with other simulation models by modifying the
code provided on the web page.

The simulations in this section will use the model

Py =1y = xt) € [0;0:1) U [0:2;0:3) U[0:4;0:5) U[0:6;0:7) U[0:8;0:9)

1—q xM e[0:1;0:2)U[0:3;0:4) U[0:5;0:6) U[0:7;0:8) U[0:9; 1]:

We will rerun each experiment from Section 3 using this model. Throughout this section we
will use d = 20 dimensions and take X to be distributed iid uniform on the 20-dimensional unit
cube [0; 1]%°. For each experiment we will use twice the sample size of the analogous experiment in
Section 3 and the same Bayes error ¢. The single exception will be the experiment in Section 4.9 in
which we use a Bayes error of g =0:1 and d = 2 dimensions for visualization purposes.

Note that while the experiments in Section 3 had J < d effective dimensions, the experiments
in this section will all have only one effective dimension as a result of this simulation model. The
plots in Figure 19 are useful for visualizing this model in d = 2 dimensions.

4.1 Should Stumps Be Used for Additive Bayes Decision Rules?

As in Section 3.1 we use a Bayes error rate of g = 0:1 and d = 20 dimensions. We use the new
simulation model with a training sample size of n = 400. Figure 11 displays the misclassification
error of AdaBoost based on hold out samples of size 1000 (also drawn iid on [0;1]%°) as a function
of the iterations. The results are again averaged over 100 repetitions of the simulation.

As in Section 3.1, Adaboost with 8-node trees (thin, red curve) does not show any signs of
overfitting while AdaBoost with stumps (thick, black curve) leads to overfitting. The overfitting
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Figure 11: Comparison of AdaBoost with Stumps (Black, Thick) and 8-Node Trees (Red, Thin) for
an Additive Bayes Rule

is evident in this experiment after about 400 iterations. Furthermore, AdaBoost with 8-node trees
outperforms AdaBoost with stumps throughout the entire 1000 iterations. The misclassification
error by 1000 iterations was smaller for the 8-node trees in 93 of the 100 simulations. The average
(paired) difference in misclassification error after 1000 iterations was 0:029 with a standard error
of 0:018=1/100 = 0:0018. As before, since the simulation model used here has an additive Bayes
decision rule, this evidence is directly at odds with the recommendation in Hastie et al. (2001) and
Friedman et al. (2000a) that stumps are preferable for additive Bayes decision rules.

4.2 Should Smaller Trees Be Used When the Bayes Error is Larger?

As in Section 3.2, we observe that when we decrease the Bayes error rate from q =0:1to g =0,
the 8-node trees no longer have an advantage over the stumps. Figure 12 displays the results of the
simulation in Section 4.1 using a Bayes error rate of g = 0. We see that the advantage of the 8-node
trees has completely disappeared, and now the 8-node trees and stumps are indistinguishable. By
1000 iterations the misclassification errors for both are identical in all of the 100 repetitions.

Thus we see that the advantage of the larger trees in Section 4.1 is a result of the non-zero Bayes
error, again suggesting that larger trees are in some way better at handling noisy data. This directly
contradicts the conventional wisdom that boosting with larger trees is more likely to overfit on noisy
data than boosting with smaller trees.

4.3 Should LogitBoost Be Used Instead of AdaBoost for Noisy Data?

We now rerun the experiment in Section 4.1 using AdaBoost and LogitBoost both with 8-node trees.
Figure 13 displays the results with AdaBoost in red (thin) and LogitBoost in blue (thick). While
LogitBoost performs better early on, it eventually suffers from overfitting near 400 iterations while
AdaBoost shows no overfitting. Furthermore, the misclassification error for AdaBoost after 1000
iterations is (slightly) lower than the minimum misclassification error achieved by LogitBoost. After
1000 iterations the mean difference in misclassification error between LogitBoost and AdaBoost
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Figure 12: Comparison of AdaBoost with Stumps (Black, Thick) and 8-Node Trees (Red, Thin) for
an Additive Bayes Rule with Zero Bayes Error
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Figure 13: Comparison of AdaBoost (Red, Thin) and LogitBoost (Blue, Thick) with 8-Node Trees

was 0.069 with a standard error of 0:021=+/100=0.0021. The misclassification error for LogitBoost
at 1000 iterations was larger than that of AdaBoost in all of the 100 repetitions.

Thus we again see that although LogitBoost was invented to perform better than AdaBoost for
data with non-zero Bayes error, LogitBoost actually overfits the data while AdaBoost does not.

4.4 Should Early Stopping Be Used to Prevent Overfitting?

In this section we repeat the simulation from Section 3.4 using the new simulation model. Just as in
Section 3.4 we use large 28 = 256-node trees, a Bayes error rate of g = 0:2 and d = 20 dimensions.
We now take twice the training sample size of Section 3.4 so that we have n = 10; 000 points.
Figure 14 shows the resulting misclassification error averaged over 100 repetitions for hold out
samples of size 1000. Although there is overfitting early on, the best performance is again achieved
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Figure 14: AdaBoost with 20% Bayes Error Using 256-Node Trees

by running the algorithm for the full 1000 iterations. We note that conventional early stopping rules
here would be especially harmful since they would stop the algorithm after only a few iterations
when the overfitting first takes place. Consequently any such early stopping rule would miss the
optimal rule of running for the full 1000 iterations.

It should also be noted that the 28 = 256-node trees used here are much richer than needed
to fit the simple one-dimensional Bayes decision rule for this simulation model. Despite this, the
misclassification error after 1000 iterations was lower than the misclassification error after the first
iteration in all 100 of the reptitions. Thus it is again the self-averaging property of boosting that
improves the performance as more and more iterations are run. Early stopping in this example
would destroy the benefits of this property.

4.5 Should Regularization Be Based on the Loss Function?

As discussed in Section 3.5, regularization techniques for boosting such as early stopping are often
based on minimizing a loss function such as the exponential loss in the case of AdaBoost. However,
the performance of AdaBoost with regard to misclassification loss often has very little to do with
the exponential loss function in practice.

In this section we examine the exponential loss for the experiment in Section 4.1 using 8-node
trees. Figure 15 shows the increasing linear behavior for the log of the exponential loss for a single
repetition of this experiment with a hold out sample of size 1000. Thus, just as in Section 3.5, the
exponential loss increases exponentially as more iterations are run, while the misclassification error
continues to decrease. Choosing regularization to minimize the exponential loss is again not useful
for minimizing the misclassification error.

4.6 Should the Collection of Basis Functions Be Restricted to Prevent Overfitting?

In Section 3.6 we saw that restricting the number of observations in the terminal nodes of the
trees to be at least 15 degraded the performance of AdaBoost, despite the common belief that such
restrictions should be beneficial. In this section we rerun the experiment in Section 4.1 but again
consider this same restriction.
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Figure 16: Comparison of AdaBoost with 8-Node Trees (Red, Thin) to AdaBoost with 8-Node
Trees Restricted to Have at Least 15 Observations in the Terminal Nodes (Purple, Thick)

Figure 16 shows the results with the unrestricted 8-node trees given by the red (thin) curve and
the 8-node trees restricted to have at least 15 observations in the terminal nodes given by the purple
(thick) curve. As in Section 3.6, degradation in performance is evident. The mean difference in
misclassification error at 1000 iterations was 0.005 with a standard error of 0:010=+/100=0.001.
AdaBoost with unrestricted 8-node trees gave a lower misclassification error at 1000 iterations in
65 of the 100 repetitions for this simulation model.

4.7 Should Shrinkage Be Used to Prevent Overfitting?

In Section 3.7 we saw that shrinkage actually caused AdaBoost to overfit in a situation where it
otherwise would not have, in spite of the popular belief that shrinkage prevents overfitting. In this
section we rerun the experiment in Section 4.1 with 8-node trees again using a shrinkage value of

150



EVIDENCE CONTRARY TO THE STATISTICAL VIEW OF BOOSTING

0.25 0.30
! !

Misclassification Error
0.20
|

N

T T T T T T
0 1000 2000 3000 4000 5000
AdaBoost Iterations

0.15
!

Figure 17: Comparison of AdaBoost (Red, Thin) and AdaBoost with Shrinkage (Green, Thick)

v = 0:1. Figure 17 shows the results with the red (thin) curve corresponding to no shrinkage and the
green (thick) curve showing the results for shrinkage. The plot shows that again shrinkage causes
overfitting.

It is interesting to note that in this simulation, unlike the simulation in Section 3.7, shrinkage
has the beneficial effect of producing a lower misclassification error very early on in the process,
despite causing the eventual overfitting. This suggests that a stopping rule which could accurately
estimate the optimal number of iterations combined with shrinkage may prove very effective for this
particular simulation. As a result of the good performance early on, the shrinkage actually gives a
lower misclassification error at our chosen stopping point of 1000 iterations than without the shrink-
age. However, if we run for enough iterations (the plot shows 5000 iterations) the overfitting caused
by the shrinkage eventually overwhelms this advantage. By 5000 iterations the shrinkage leads to a
larger misclassification error in 87 of the 100 repetitions. The mean difference in misclassification
error at 5000 iterations was 0.012 with a standard error of 0:012=+/100=0.0012.

4.8 Is Boosting Estimating Probabilities?

In Section 3.8 we saw that the probability estimates suggested by Friedman et al. (2000a) for Ad-
aBoost diverge quickly to 0 and 1 and consequently perform very poorly even for cases where the
AdaBoost classification rule performs well. In this section we examine the probability estimates for
a single repetition of the experiment in Section 4.1 on a hold out sample of size 1000.

The two histograms in Figure 18 show the resulting probability estimates for m = 10 iterations
and m = 1000 iterations respectively using 8-node trees. Both histograms have 100 equal width
bins. At 10 iterations the estimates have not yet diverged, but by 1000 iterations almost all of the
probability estimates are greater than 0.99 or less than 0.01, just as we saw in Section 3.8. As before,
this indicates a poor fit since with this simulation model all of the true probabilities are either 0.1 or
0.9.
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Figure 18: The Probability Estimates From AdaBoost at m = 10 Iterations (Top) and m = 1000
Iterations (Bottom)

4.9 Is Boosting Similar to the One Nearest Neighbor Classifier?

In Section 3.9 we saw that despite the fact that boosting agrees with the nearest neighbor classifier
on all the training data, its performance elsewhere is quite different for d > 1 dimensions. For
AdaBoost, areas surrounding points in the training data for which the observed class differs from
that of the Bayes rule are classified according to the Bayes rule more often than they would be using
the nearest neighbor rule.

We illustrate this again using d = 2 dimensions for visualization purposes. We use a Bayes error
rate of g = 0:1 and take n = 400 points spread out evenly according to a Latin hypercube design.
The plot on the left in Figure 19 shows the resulting classification rule of AdaBoost with 8-node
trees at 1000 iterations for a single repetition using the new simulation model. The plot on the right
shows the nearest neighbor rule. Both plots use the same color scheme as Figure 9. For the nearest
neighbor rule, 21% of the points in the hold out sample disagree with the Bayes rule. This number
is only 6% for AdaBoost, despite the fact that both classifiers classify every point in the training
data according to the observed class label.

The difference between AdaBoost and the nearest neighbor rule is also well illustrated by other
experiments in Section 4. For instance, in Section 4.1 the misclassification error for the nearest
neighbor classifier was 0.499 but only 0.178 for AdaBoost with the 8-node trees.
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Figure 19: Comparison of AdaBoost (Left) and Nearest Neighbor (Right) with 10% Bayes Error
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Figure 20: Performance of AdaBoost for a Simulation with a Bayes Error of 0.1

4.10 Is Boosting Consistent?

In Section 3.10 we illustrated that with a large sample size n, the misclassification error for Ad-
aBoost can come quite close to the Bayes error rate, despite the fact that AdaBoost fits the training
data perfectly. We illustrate this again in this section. As in Section 3.10, we use 28-node trees and
a Bayes error rate of g = 0:1 but now take n = 10; 000 and use the new simulation model.

Figure 20 shows the misclassification error averaged over 100 repetitions using hold out samples
of size 1000. The mean misclassification error after 1000 iterations was 0.102 with a standard error
of 0:009=1/100=0.0009. As we saw in Section 3.10, this is extremely close to the Bayes error rate
and much less than the nearest neighbor bound of 2q(1 — ) = 0:18. We encourage readers to rerun
the simulation with larger n to make the misclassification error even closer to the Bayes error.
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5. Additional Experiments Which Contradict the Statistical View of Boosting

As mentioned at the beginning of Section 4, we encourage the reader to try simulation models other
than those considered in this paper by using the R code provided on the web page
http://www.davemease.com/contraryevidence. The simulation model can be specified by chang-
ing only three lines of this code in most cases. We have only considered two simulation models in
this paper due to space constraints.

One criticism of the two simulation models considered in this paper is that both have a discon-
tinuous (piecewise constant) conditional class probability function p(x) = P(Y = 1|x). An argument
can be made that both AdaBoost and LogitBoost can not provide a good fit to these models because
of the discontinuities. To investigate this, we examined additional experiments from the simulation
model specified by

p(x) =1=(1+ ek(Z]']:lx(j) 3/2))

where J is the number of effective dimensions as in Section 3 and k is a constant which determines
the Bayes error rate. We note that this model has the same Bayes decision boundary as the model in
Section 3 but now has a smooth conditional class probability function without any discontinuities.
The results for this model are not included in the paper but are qualitatively extremely similar to
those in Section 3. We encourage the reader to investigate this further.

6. Concluding Remarks and Practical Suggestions

By way of the simulations in Sections 3 and 4 we have seen that there are many problems with the
statistical view of boosting and practical suggestions arising from that view. We do not endeavor
to explain in this paper why these inconsistencies exist, nor do we offer a more complete view of
boosting. Simply put, the goal of this paper has been to call into question this view of boosting that
has come to dominate in the statistics community. The hope is that by doing so we have opened
the door for future research toward a more thorough understanding of this powerful classification
technique.

The statistical view of boosting focuses only on one aspect of the algorithm - the optimization.
A more comprehensive view of boosting should also consider the stagewise nature of the algorithm
as well as the empirical variance reduction that can be observed on hold out samples as with the
experiments in this paper. Much insight on such ideas can be gained from reading work by the
late Leo Breiman (e.g., Breiman, 2000, 2001) who subsequently abandoned interest in boosting
and went on to work on his own classification technique known as Random Forests. The Random
Forests algorithm achieves variance reduction directly through averaging as opposed to AdaBoost
for which the variance reduction seems to happen accidently.

While we do not offer much in the way of an explanation for the behavior of AdaBoost in this
paper, we will conclude with some practical advice in light of the evidence presented. First of all,
AdaBoost remains one of, if not the, most successful boosting algorithms. One should not assume
that newer, regularized and modified versions of boosting are necessarily better. We encourage
readers to try standard AdaBoost along with these newer algorithms. If AdaBoost is not available
as an option in your preferred software package, it is only a few lines of code to write yourself.
Secondly, if classification is your goal, the best way to judge the effectiveness of boosting is by
monitoring the misclassification error on hold out (or cross-validation) samples. We have seen that
other loss functions are not necessarily indicative of the performance of boosting’s classification
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rule. Finally, much of the evidence we have presented is indeed counter-intuitive. For this reason,
a practitioner needs to keep an open mind when experimenting with AdaBoost. For example, if
stumps are causing overfitting, be willing to try larger trees. Intuition may suggest the larger trees
will overfit even more, but we have seen that is not necessarily true.
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1. Introduction

Mease and Wyner (MW) argue experimentally that the statistical view of boosting does not account
for its success and that following the now conventional wisdom arising from this view in Friedman
et al. (2000) does not necessarily lead to choices in the boosting algorithm that improve generaliza-
tion. The authors did an excellent job of defining a set of experiments in which small changes in the
boosting algorithm (such as changing the hypothesis space, loss function, and shrinkage) produce
significant changes in generalization that were unintuitive given the statistical view of AdaBoost
(Freund and Schapire, 1996) expressed in Friedman et al. (2000).

The authors state “The statistical view focuses only on one aspect of the algorithm - the opti-
mization.” But one can argue just the opposite, that some of the problems and surprises come from
not enough of the optimization perspective instead of too much. Analyzing AdaBoost’s performance
as an optimization algorithm in terms of convergence rates and optimality conditions (measured on
the training data) can be quite revealing. First, we observe that the experiments in MW make dra-
matic changes in the convergence rates of AdaBoost and that these convergence rates are closely
associated with the margin of the classifier. AdaBoost may avoid overfitting for two completely
different reasons. Sometimes the algorithm is converging so slowly that stopping at a large number
of iterations is still early stopping. At other times, AdaBoost converges relatively quickly and is
in essence “overtrained” way past reasonable measures of the optimality conditions. In this case
the classifier has converged and is no longer changing much, so the classifier does not overfit. In-
deed, some overtraining appears to help improve the classifier slightly. Second, we observe that
AdaBoost cannot be trained forever. For the separable case, overtraining AdaBoost and LogitBoost
will eventually produce numeric problems that can produce artifacts in the generalization error. In
Experiments 3.3 and 4.3 in MW, LogitBoost was overtrained to the point of failure. The so called
overfitting observed for LogitBoost was really an algorithmic issue that is quite fixable. If Logit-
Boost is stopped appropriately or another stepsize strategy is used, the results for LogitBoost are as
good as or better than those for AdaBoost. More discussion of these results can be found below.
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2. A Mathematical Programmer’s View of AdaBoost

AdaBoost optimizes a linear combination of weak hypotheses with respect to the exponential loss.
AdaBoost is a coordinate descent (CD) algorithm, that iteratively optimizes the problem with respect
to one hypothesis at a time using column generation (Bennett et al., 2000). The weak learner seeks
the hypothesis that maximizes the inner product with the function gradient (Mason et al., 2000).
The convergence properties of such coordinate descent algorithms have been extensively studied
in the mathematical programming community and a full analysis of relevant CD results and their
extension to the boosting case can be found in Ratsch (2001).

Thus from the mathematical programming perspective, we know AdaBoost inherits both the
beneficial and potentially problematic properties of CD. We know from both the CD and original
AdaBoost theoretical results that the AdaBoost objective converges linearly to the optimal objective.
The simplicity of CD and its suitability for column generation make coordinate descent an attractive
algorithm, but in practice coordinate descent is not widely used because it can be very slow and it
has a tendency to cycle. CD guarantees that the objective function converges to the minimum but
there is no guarantee that optimal hypothesis coefficients are attained, and cycling is possible. The
AdaBoost loss function is particularly problematic since the exponential function is not strongly
convex and the Hessian is rank deficient when the size of the hypothesis space exceeds the number
of points. Overall, mathematical programming tells us that we can expect the AdaBoost objective
value to converge linearly and the convergence rate to be slow, especially when cycling occurs. The
paper on the dynamics of AdaBoost (Rudin et al., 2004) investigates this cycling behavior.

The MW experiments focus on the degenerate case in which the optimal objective value of
the underlying exponential optimization problem is zero. LogitBoost and AdaBoost are func-
tions of the form mingJ(f) s:it: f = Ha where H is the hypothesis space matrix containing all
possible weak learners for that data set. In every case, there exists some linear combination of
weak learners that classifies the points with no error, and therefore the objective can be driven
to zero. The AdaBoost exponential loss function is S exp(—yifi). The function space gradient is
ag—(fif) = —vyiexp(—y;if;). Note the 1-norm of the function space gradient is the same as the objec-

tive, af,—(ff) = Y exp(—yif(x;)) for two-class classification. The optimality condition is that the

gradient with respect to a is zero, % = Hoafa—(ff) = 0. In theory, to check this gradient we need

to know the weak learners for the full hypothesis space, H. But, for cases where the misclassifica-
tion error is driven to 0, it is sufficient to monitor the gradient in function space. Fortunately, the
norm of the function space gradient provides an upper bound on the norm of the true gradient since

Hoa“;',—(f” <C % for some fixed C > 0.

From a mathematical programming perspective, we are optimizing a degenerate, poorly-scaled
problem for which the optimal objective value of 0 can only be achieved in the limit using a slower
algorithm prone to cycling that may become numerically unstable. Clearly, convergence of the
algorithm should be monitored closely. Yet, in most machine learning boosting papers, the focus is
on generalization for a fixed number of iterations and rarely on optimization performance.

3. Convergence Rate of AdaBoost

Let’s examine the convergence rate and optimality conditions of AdaBoost in the MW experiments.
Figure 1 contains three plots, one each for the log base 10 of the objective (or equivalently the 1-
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Figure 1: 1 trial of Experiment 3.1 (10% Bayes Error) for AdaBoost + stumps (black, dots), Ad-
aBoost + 8-node trees (red, squares), and AdaBoost + 16-node trees (blue, triangles).

norm of the gradient), the testing error, and the training margin (m'”' yifi ) for 1500 iterations for the
first trial of the experiment with 10% Bayes error in section 3.1 o? MW, The graphs contain results
for AdaBoost with stumps (black, dots), AdaBoost with 8-node trees (red, squares) and AdaBoost
with 16-node trees (blue, triangles). Observe that the loss function and gradient are driven to zero
for all three hypothesis spaces and that the remarkably different convergence rates are inversely
proportional to the size of the trees being boosted. The results for AdaBoost with 16-node trees end
at 1017 iterations because the objective becomes less than 10 32, so a divide-by-zero error occurs.
In general, AdaBoost with bigger trees achieves bigger margins and obtains better generalization.
AdaBoost with stumps converges incredibly slowly and arguably should be run for more than 1500
iterations if early stopping is not desired.

Figure 2 contains the same three graphs for the first trial for the experiment with no Bayes Error
in section 3.2. The objective/gradient and margin graphs are qualitatively similar for experiments
3.1 and 3.2. Note that the 16 node tree Adaboost algorithm underflows at 673 iterations. The testing
error graph for experiment 3.2 is quite different. The performance for AdaBoost with stumps is
much improved and now competitive or better than AdaBoost with 8 or 16 node trees. Here the
margin results do not predict which type of boosted trees will generalize best. MW found at least
one simple example in which margins don’t work well.
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Figure 2: 1 trial of Experiment 3.2 (0 Bayes Error) for AdaBoost + stumps (black, dots), AdaBoost
+ 8-node trees (red, squares), and AdaBoost + 16-node trees (blue, triangles).

Figure 3 shows the results for AdaBoost with 8-node trees and AdaBoost with 8-node trees
restricted to 15 nodes for the first trial of experiment 3.6. Here we see that restricting the trees slows
convergence, decreases margins, and increases error.

Figure 4 shows the results for AdaBoost with 8-node trees with no shrinkage (red, squares), .1
shrinkage (purple, dots), and .5 shrinkage (blue, triangles) for the first trial of experiment 3.3 (10 %
Bayes error). Here we see that shrinkage can speed up or slow down the convergence rates. For .1
shrinkage compared to no shrinkage, the convergence rate was slower, the margin smaller, and the
test error larger. For .5 shrinkage, the convergence rate was faster and the margin was larger than
for the .1 shrinkage case. If the .5 shrinkage algorithm is terminated at using reasonable stopping
criteria, the performance is quite comparable with the no shrinkage case, and improved over the .1
shrinkage case.

We present the following conjectures based on observations of this and other MW experiments
for the separable case and leave fuller investigation to later work.

e The convergence rate of AdaBoost is dependent on the space spanned by the weak learner
and larger hypothesis spaces converge faster. The weak learners produced by stumps are a
subset of those from the 8-node decision tree which are in turn a subset of those produced by
the 16-node decision tree. The bigger the decision tree, the better the weak learner can match
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Figure 3: 1 trial of Experiment 3.6 (10% Bayes Error) for AdaBoost + 8-node trees (red, squares),
and AdaBoost + 8-node trees restricted to at least 15 observations in terminal nodes (pur-
ple, dots).

the gradient at each iteration (as reflected by weighted misclassification error). So AdaBoost
can obtain a better decrease in the objective value. This conjecture is also supported by the
fact that in Figure 3’s run of experiment 3.6, decreasing the hypothesis space by restricting
the terminal node size, also reduced the convergence rate.

o For afixed separable problem, faster convergence rates of AdaBoost can result in larger mar-
gins. AdaBoost is known to approximately optimize the margin as measured by the 1-norm
(Rosset et al., 2004; Schapire et al., 1998). The objective decreases the numerator of the mar-
gin and the iterations increase the denominator, so getting a smaller objective quicker creates
a better margin. Bigger hypothesis spaces allow bigger steps resulting in larger margins. This
finding is also supported by the fact that when shrinkage is used to change the convergence
rate, the resulting margins changed as well (see Figure 4). For problems with no training
error, we expect larger margins to translate to better generalization rates. But MW’s exper-
iments 3.2 and 4.2 show that this is not always the case. Figure 2 shows the margin for 1
run of Experiment 3.2. So MW are quite right in their conclusion that there is more to the
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generalization of AdaBoost then just optimizing the loss. Adding consideration of the margin
is not enough either.

e For slowly converging problems, AdaBoost will frequently be regularized by early stopping.
In experiments 3.1 and 3.2, AdaBoost with stumps is overfitting and the early stopping in
MW at 1000 iterations helps the generalization error. For this specific experiment, the slow
convergence is a result of cycling. For the first trial in experiments 3.1 and 3.2, AdaBoost
with stumps only generated 158 and 156 distinct weak learners in 1000 iterations respectively.
The weak learners generated by AdaBoost with 8-node trees and 16-node trees were distinct
except for 2. By cycling through relatively few weak learners, AdaBoost with stumps strongly
weights a few trees. This appears to be bad for generalization in experiment 3.1 and good for
generalization for the no noise case in experiment 3.2.

e For more rapidly converging problems, AdaBoost will converge and enter an overtraining
phase. For the larger tree cases, the objective and margins converge rapidly. Typically one
would halt an optimization algorithm when the gradient became near 0. In the MW experi-
ments, AdaBoost with 8-node trees is overtrained past the point where one would normally
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halt an optimization algorithm based on gradient criteria (Gill et al.). AdaBoost doesn’t over-
fit in this overtraining phase because it has converged and only very small changes are being
made. Perhaps the overtraining phase contributes to the robustness of AdaBoost, since Ad-
aBoost is performing the self-averaging discussed in MW and acting more like bagging. In
the MW experiments, AdaBoost achieves better generalization when trained to an extraordi-
narily high degree of accuracy, a fact contrary to the usual loose convergence criteria used in
support vector machines (Bennett and Parrado-Hernandez, 2006). But care must be taken to
halt the boosting algorithm before the overtraining produces numeric problems due to finite
precision problems. As shown in Figure 1, AdaBoost with 16-node trees underflows at 1017
iterations for the 10% Bayes error case and at 673 iterations for the 0 error case. AdaBoost
with 8-node trees also underflows eventually as well.

4. LogitBoost ver sus AdaBoost

Experiments 3.4 and 4.4 compare LogitBoost and AdaBoost and conclude LogitBoost overfits.
Tracking the convergence of LogitBoost shows that this is not quite the case. We show our results
repeating experiment 4.4 exactly as in the paper for AdaBoost and LogitBoost. Recall LogitBoost
differs from AdaBoost in two ways. First, it uses the logistic loss instead of the exponential loss and
second, it uses a Newton step instead of an exact step size. The Newton step for logistic loss works
out to be 1/2 at each iteration. AdaBoost’s stepsize is adaptive. The CD convergence results do not
apply directly to LogitBoost as implemented in the paper because of the Newton step.

Figure 4 shows the average objective and misclassification results for 100 trials with 8-node
trees. Note that at about 375 iterations, LogitBoost fails to obtain a decrease in the objective be-
cause the Newton step is too large when the objective is very small. From that point, the testing error
declines. LogitBoost with shrinkage converges more slowly, so it can go more iterations before the
step size fails. Once the objective becomes too small, the stepsize fails and the generalization perfor-
mance of LogitBoost decreases remarkably. The LogitBoost objective is still small and continues to
decrease slightly, but the self-averaging properties observed in AdaBoost in the overtraining phase
are lost. Note that up until it missteps, LogitBoost is very competitive with AdaBoost. If LogitBoost
and AdaBoost were halted at the same high degree of accuracy (e.g., 10 8), there is no evidence of
overfitting.

5. Conclusion

MW are correct is saying that optimization provides only part of the picture because optimiza-
tion tells us nothing about generalization. Mathematical programming theory tells us that more
well-posed boosting problems with well-conditioned loss functions (like the hinge loss) and ex-
plicit regularization in the objective should produce boosting algorithms with better behavior from
an optimization perspective. But AdaBoost’s ill-conditioning appears to be one of the secrets of
its success. More investigation is needed comparing Adaboost with its regularized counterparts.
Certainly machine learning researchers should mind their optimization theory and track the con-
vergence of their algorithms. Optimality conditions should be used to halt and compare boosting
algorithms instead of fixed iteration limits.
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We thank the authors for writing a thought-provoking piece that may ruffle the feathers of re-
cent orthodoxies in boosting. We also thank JMLR for publishing this article! Since the late 1990s,
boosting has undergone the equivalent of a simultaneous X-ray, fMRI and PET exam, and the com-
mon view these days is that boosting is a kind of model fitting. As such, it is subjected to as-
sumptions that are common in non-parametric statistics, such as: limiting the complexity of the
base learner, building up complexity gradually by optimization, and preventing overfitting by early
stopping or by regularizing the criterion with a complexity penalty. The theories backing this up
use VC dimensions and other measures to show that, if the complexity of fits grows sufficiently
slowly, asymptotic guarantees can be given. Into this orthodox scene Mease and Wyner throw one
of the most original mind bogglers we have seen in a long time: “if stumps are causing overfitting,
be willing to try larger trees.” In other words, if boosting a low-complexity base learner leads to
overfit, try a higher-complexity base learner; boosting it might just not overfit. Empirical evidence
backs up the claim.

Is this counterintuitive wisdom so surprising? Yes, if seen from the point of view of orthodoxy,
but less so when reviving some older memories. We may remind ourselves how boosting’s fame
arose in statistics when the late Leo Breiman stated in a discussed 1998 Annals of Statistics article
(based on a 1996 report) that boosting algorithms are “the most accurate ... off-the-shelf classifiers
on a wide variety of data sets.” We should further remind ourselves what this praise was based on:
boosting of the full CART algorithm by Breiman himself, and boosting of the full C4.5 algorithm by
others. In other words, the base learners were anything but ‘weak’ in the sense of today’s orthodoxy;,
where "weak’ means ‘low complexity, low variance, and generally high bias.” (Few people today
use PAC theory’s untenable notion of weak learner, which was gently demolished by Breiman in
the appendix of this same article.) Breiman’s (1998b, p. 802) 02) major conclusion at the time was:
“The main effect of both bagging and [boosting] is to reduce variance.” It appears, therefore, that
his notion of ‘weak learner’ was one of ‘high complexity, high variance, and low bias’! This was
before the low-variance orthodoxy set in and erased the memories of the early boosting experiences.

Unfortunately, soon thereafter Breiman saw his own assumptions thrown into question when he
learned from Schapire et al.’s (1998) work that excellent results could also be achieved by boosting
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stumps. This experience was later reinforced when Friedman et al. (2000) introduced the interpreta-
tion of boosting as model fitting: the base learner now had to be weak in the sense of low variance.
Ever since, theoretical attempts at ‘explaining boosting’ have relied on low complexity of the base
learner and controlling complexity of the final classifier to assure good generalization properties.
These “‘explanations,” however, have never been able to explain why boosting is relatively immune
to overfitting, even when not stopped and not regularized and used with a high complexity base
learner.

Mease and Wyner’s achievement is to pull the messy truth out from under the rug of the low-
variance orthodoxy. They do so with the equivalent of boy scout tools, some simple but telling
simulations, which reinforce the idea that our reasonings about early stopping, regularization, low
variance of the base learner, and the specifics of the surrogate loss function, are not or not the only
essence of boosting. To explain why this is so, Mease and Wyner do not give us hard theory, but they
point in a direction, essentially by recovering memories that predate the low-variance orthodoxy:
“self-averaging” for variance reduction, which is the principle behind bagging and random forests.

While variance reduction is an aspect that has been ignored by the low-variance orthodoxy, the
orthodoxy’s implicit dogma, that boosting can reduce bias, is also true. As asserted and documented
empirically a decade ago by Schapire et al. (1998, Section 5.3), boosting can do both. Depending on
the data and the base learner, the effect that dominates may be bias reduction or variance reduction.
In this regard Schapire et al.’s (1998) simulation results as summarized in their Table 1 (p. 1673)
are illuminating, and had we taken them seriously sooner, we would be less surprised by Mease and
Whyner’s messages. Arguing against Breiman (1998b), Schapire et al. used the table to make the now
orthodox point that boosting can reduce bias. An unprejudiced look shows, however, that the winner
in all four scenarios is boosting C4.5, not boosting stumps, and when C4.5 is the base learner the
overwhelming story is indeed variance reduction. With this information, the Mease-Wyner mind
boggler is a touch less mind boggling indeed: From the combined evidence of Breiman (1998b)
and Schapire et al. (1998), we should expect that boosting high-variance base learners generally
outperforms boosting low-variance base learners. For the practitioner the recommendation should
be to boost CART or C4.5. In theoretical terms, one should let most of the bias removal be done by
the base learner and take advantage of boosting’s variance removal; at the same time, boosting may
further reduce the base learner’s bias by another notch if that is possible.

Where does this leave us in terms of theory? The implications of Mease and Wyner’s unortho-
doxies stand: Complexity controlling theories of bias removal are off the mark; they are not incor-
rect but misleading, and they ignore a whole other dimension that matters hugely for the practice of
boosting. What we need is a theory that explains bias and variance reduction in a single framework.
We do not even know of a unified general theory of variance reduction, although some interesting
work has been done in the area of bagging (Buhlmann and Yu, 2002) and random forests (Amit
et al., 2001). The real jackpot, however, would be a theory that explains how and when boosting
reduces bias and variance.

Meanwhile we are left with some tantalizing clues, above all Breiman’s hunch (1999, p. 3):
“AdaBoost has no random elements .... But just as a deterministic random number generator can
give a good imitation of randomness, my belief is that in its later stages AdaBoost is emulating a
random forest.” If born out, this conjecture would have theoretical and practical implications. For
one, it would mean that the initial stages of boosting may remove bias, whereas the later stages re-
move variance. According to Breiman (1998b, p. 803), boosting a high-variance base learner does
not yield convergence but exhibits “back and forth rocking” of the weights, and “This variability

166



RESPONSE TO MEASE AND WYNER, EVIDENCE CONTRARY TO THE STATISTICAL VIEW OF BOOSTING

may be an essential ingredient of successful [boosting] algorithms.” Breiman implies that at some
point boosting iterations turn into a pseudo-random process whose behavior may resemble more
the purely random iterations of bagging than those of a minimization process. This random process
may be able to achieve the self-averaging effect of variance reduction that is so prominent when
boosting high-variance base learners. If this view is correct, one may have to rethink the role of the
surrogate loss function that is minimized by boosting. Its main role is to produce structured weights
in the iterations, but with noisy errors, these weights may for practical purposes be as much random
as they are systematic. This insight jibes with Wyner’s (2002) malicious experiments in which he
doubled the step size of discrete AdaBoost with C4.5, thereby assuring that the exponential loss
never decreased and in fact provably remained at a constant level; his empirical results indicated
that on average this SOR (successively over-relaxed) form of boosting performs as well as regular
AdaBoost. These results may be taken as evidence that the minimization aspect is of little impor-
tance for a high-variance base learner; of greater importance may be a pseudo-random aspect of
the reweighting scheme that achieves variance reduction similar to bagging, just more successfully
due to a sort of adaptivity in the reweighting that improves over the purely random resampling of
bagging.

If the pseudo-random aspect of boosting is critical for high-variance base learners, one may draw
consequences and implement boosting with proper pseudo-random processes. So did Breiman. He
didn’t attempt a theory of boosting for high-variance base learners, and instead he put his intuitions
to use in further proposals such as in his work on “half & half bagging” (Breiman, 1998a), ap-
parently with success. Another example that benefited from Breiman’s inspiration was Friedman’s
(2002) “stochastic gradient boosting” which inhibits convergence of boosting by computing gra-
dient steps from random subsamples drawn without replacement. Friedman (ibid., p. 9) observes
improvements over deterministic boosting in a majority of situations, above all for small samples
and “high capacity” (high variance) base learners. He admits that “the reason why this random-
ization produces improvement is not clear,” but suggests “that variance reduction is an important
ingredient.” Friedman goes on to suggest that stochastic AdaBoost with sampling from the weights
rather than reweighting may have similar variance-reducing effects. In early boosting approaches
such sampling (with replacement) was performed to match the given sample size, but Friedman
suggests that further variance reduction could be gained by choosing smaller resamples.

An implication of Breiman’s hunch is that the real difference between LogitBoost and AdaBoost
is not so much due to the differences in loss functions as to the minimization method, at least when
the base learner has relatively high variance, or generally in the late stages of boosting. AdaBoost
can be interpreted as constrained gradient descent on the exponential loss, whereas LogitBoost is
Newton descent on the logistic loss (Friedman et al., 2000). The two minimization schemes pro-
duce very different reweighting schemes, and they work off different working responses during the
iterations. We are currently ignorant about whether LogitBoost develops pseudo-random behavior
late in the iterations, similar to AdaBoost. If it does, the cause may be traced to the base learner,
and the phenomenon may be robust to the specifics not only of loss functions but of algorithms as
well.

Another implication of Breiman’s hunch is that boosting does both, reduce bias and variance, in
the same problem, but each primarily at different stages of the boosting iterations. If it is true that
variance reduction occurs during later iterations, then this should go a long way to explain boosting’s
relative immunity to overfitting. By comparison, conventional fitting mechanisms only know how
to do one thing: follow the data ever more closely, thereby continually reduce bias and continually
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accumulate variance. According to orthodoxy, therefore, the art is to find the proper balance, and to
this end auxiliary devices such as early stopping, regularization penalties and cross-validation come
into play. Boosting seems to be different, but we do not have the theory yet to prove it.

All that we said so far is based on out-of-sample classification error. A peculiarity of classi-
fication error is that it is not the criterion being minimized in-sample because of its discontinuous
nature. The role of minimizing a smooth surrogate loss function is to trace a path that leads to low
classification error, but the surrogate loss is not of interest in itself. Yet, for the variance reducing
properties of the resulting classifier, the surrogate loss is of interest. First of all, the surrogate loss
should keep decreasing because for example discrete AdaBoost is constrained gradient descent with
line search (Friedman et al., 2000). This explains why in terms of the surrogate loss, the fitted class
probability estimates end up vastly overfitting the data, confirming the orthodox view in terms of
the surrogate loss. Yet, two phenomena are also observed: in terms of out-of-sample classification
error, no overfitting is taking place, and, according to Breiman, no convergence of the weights is tak-
ing place. The bouncing of the weights would indicate that, in spite of a well-behaved convex loss
function, the descent directions chosen by the base learner become erratic. Such behavior would be
plausible if the base learner is of the high-variance type, but the specifics of why the variance com-
ponent of out-of-sample classification error is improved is not explained. It is quite clear, though,
that explaining boosting’s variance reduction would be a greater achievement than explaining its
bias reduction. Bias can be largely taken care of by the base learner, variance can’t.

If the peculiarities we observe in boosting are due to the use of two loss functions, one may
ask whether any lessons learned carry over to other parts of statistics. The “statistical view” has
indeed produced generalizations of boosting to other areas, such as regression: Biihimann and Yu’s
L»-boosting (2003), Friedman’s gradient boosting in their deterministic and stochastic forms (2001;
2002), and boosting of exponential and survival models by Ridgeway (1999). In these single-loss
function contexts, the paradoxical phenomena should no longer be visible, as they aren’t for boost-
ing if judged in terms of the surrogate loss function. Yet, Friedman’s stochastic gradient boosting
shows that adding an element of variance reduction with randomization may just be what the doc-
tor ordered in most statistical model fitting contexts even with a single loss function. We should
therefore aim for a variance reduction theory for all of statistics, reaching beyond classification.

Another question that may be raised for binary, or categorical response data in general, is
whether classification error is as desirable a loss function as suggested by the attention it has re-
ceived. Classification error is a bottom line number that may be appropriate in industrial contexts
where real large scale engineering problems are solved, for example, in document retrieval. One
might characterize these contexts as “the machine learner’s black box problems.” There do exist
other contexts, though, and one might characterize them as “the problems of the interpreting statis-
tician.” When interpretation is the problem, attaining the last percent of classification accuracy is
not the goal. Instead, one hopes to develop a functional form that reasonably fits the data but also
“speaks,” that is, lends itself to statements about what variables are associated with the categorical
response. Fitting good conditional class probabilities takes on greater importance because associa-
tions and effects can then be measured in terms of differences in the logits of class 1 (for example)
for a unit or percentage difference in the predictor variables. Interpretability is a problem for non-
parametric model fits such as boosted trees. The decomposition of complex fits into interpretable
components, for example with an ANOVA decomposition as suggested by Friedman et al. (2000),
takes on considerable importance. In the end, one may want to produce a few telling plots explain-
ing functional form and a few numbers summarizing the strengths of various associations. When
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fitting models for conditional class probabilities, the surrogate loss becomes the primary loss func-
tion because it can be interpreted as a loss function for fitted class probabilities. It is one of the
achievements of Friedman et al. (2000) to have shown that this is true for exponential loss as much
as for logistic loss, even though there is a misperception, as pointed out by Mease and Wyner, that
LogitBoost was specifically designed to recover class probabilities that AdaBoost couldn’t. Expo-
nential loss does similar things as logistic loss in Friedman et al.’s analysis, and they provide the
appropriate link functions for both. All this is relevant only if minimization of the “surrogate/now-
primary loss” is prevented from overfitting, with cross-validated early stopping, penalization, or
variance-reducing randomization, and it comes at the cost of diminished classification performance,
one of Mease and Wyner’s points.

Diminished classification performance when estimating class probabilities is easily explained;
it is due to a compromise that class probability estimation has to strike. It effectively attempts good
classification simultaneously at all misclassification cost ratios. (Note that this ratio is assumed
to be one in most of the boosting literature.) This statement can be made precise in a technical
sense: unbiased loss functions for class probabilities, so-called “proper scoring rules,” are weighted
mixtures of cost-weighted misclassification losses Buja et al. (2005). After mapping exponential
and logistic losses to probability scales with their associated inverse link functions, they turn into
proper scoring rules and therefore exhibit the mixture structure just described. It follows that both
loss functions attempt compromises across classification problems with non-equal misclassification
costs. Both loss functions give inordinate attention to extreme cost ratios, but exponential loss even
more so than logistic loss. At any rate, the nature of the compromise is such that no cost ratio, in
particular not equal costs, is served optimally if the exponential or logistic losses are tuned to high
out-of-sample performance. By comparison, overfitting these losses in-sample seems to provide
benefits in terms of classification error. However, once we change our priorities from black-box
performance to interpretation, and hence from classification to class probability estimation, we may
prefer tuning surrogate loss and accept the increased classification error.

Anticipating an objection by Mease and Wyner, we should disclose that one of us (Buja) col-
laborated with them on an article that is relevant here (Mease et al., 2007). In this work we traveled
the opposite of the usual direction by composing class probability estimates from layered classifica-
tion regions, estimated at a grid of misclassification cost ratios. Presumably such class probability
estimation inherits superior performance from boosting in classification. When interpretation is the
goal, however, a simple functional form that “speaks” might be more desirable than the increased
performance of the layered estimates we provide in our joint proposal. The problem is that our
proposal inherits the interpretative disadvantages of boosted classification regions, which tend to
be jagged around the edges and pockmarked with holes—not a credible feature when it comes to
interpretation.

We started this discussion joining Mease and Wyner in their argument against today’s boosting
orthodoxy. We ended by questioning the single-minded reliance on classification error as the only
yard stick of performance. Still, Mease and Wyner’s call should be heard because the orthodoxy
misattributes the causes of boosting’s success and makes invalid recommendations.
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For such a simple algorithm, it is fascinating and remarkable what a rich diversity of interpre-
tations, views, perspectives and explanations have emerged of AdaBoost. Originally, AdaBoost
was proposed as a “boosting” algorithm in the technical sense of the word: given access to “weak”
classifiers, just slightly better in performance than random guessing, and given sufficient data, a true
boosting algorithm can provably produce a combined classifier with nearly perfect accuracy (Freund
and Schapire, 1997). AdaBoost has this property, but it also has been shown to be deeply connected
with a surprising range of other topics, such as game theory, on-line learning, linear programming,
logistic regression and maximum entropy (Breiman, 1999; Collins et al., 2002; Demiriz et al., 2002;
Freund and Schapire, 1996, 1997; Kivinen and Warmuth, 1999; Lebanon and Lafferty, 2002). As
we discuss further below, AdaBoost can been seen as a method for maximizing the “margins” or
confidences of the predictions made by its generated classifier (Schapire et al., 1998). The current
paper by Mease and Wyner, of course, focuses on another perspective, the so-called statistical view
of boosting. This interpretation, particularly as expounded by Friedman et al. (2000), focuses on the
algorithm as a stagewise procedure for minimizing the exponential loss function, which is related to
the loss minimized in logistic regression, and whose minimization can be viewed, in a certain sense,
as providing estimates of the conditional probability of the label.

Taken together, these myriad interpretations of AdaBoost form a robust theory of the algorithm
that provides understanding from an extraordinary range of points of view in which each perspec-
tive tells us something unique about the algorithm. The statistical view, for instance, has been of
tremendous value, allowing for the practical conversion of AdaBoost’s predictions into conditional
probabilities, as well as the algorithm’s generalization and extension to many other loss functions
and learning problems.

Still, each perspective has its weaknesses, which are important to identify to keep our theory in
touch with reality. The current paper is superb in exposing empirical phenomena that are apparently
difficult to understand according to the statistical view. From a theoretical perspective, the statistical
interpretation has other weaknesses. As discussed by Mease and Wyner, this interpretation does not
explain AdaBoost’s observed tendency not to overfit, particularly in the absence of regularization
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or early stopping. It also says little about how well AdaBoost will generalize when provided with
a finite data set, nor how its ability to generalize is dependent on the complexity or simplicity of
the base classifiers, an issue that arises in the experiments comparing decision stumps and decision
trees in this role.

Much of the difficulty arises from the fact that AdaBoost is a classification algorithm (at least
as it is used and studied in the current paper). This means that AdaBoost’s purpose is to find a rule
h that, given X, predicts one of the labels h(X), and that attempts to achieve minimal probability
of an incorrect classification (in which h(X) disagrees with the true label Y). This is quite different
from the problem of estimating the conditional probability P(Y |X). An accurate estimate of this
conditional probability is a sufficient, but certainly not a necessary, condition for minimizing the
classification error. A weaker requirement that is still sufficient is to estimate the set of inputs for
which P(Y = +1|X) > 1=2. In most cases, this requirement is much weaker than the requirement of
getting good estimates of conditional probabilities. For example, if P(Y = +1|X) = 0:49 then our
estimate of the conditional probability need be accurate to within 1%, while if P(Y = +1|X) =0:2
the accuracy we need is only 30%.

This simple observation demonstrates a crucial shortcoming in the statistical interpretation of
Adaboost, and undermines many of its apparent consequences, including the following:

e Adaboost can be interpreted as a method for maximizing conditional likelihood. If the goal is
not to estimate the conditional probability, there is no reason to maximize likelihood.

e A question of central importance is whether Adaboost is asymptotically consistent. When
evaluating probability estimators, it is standard procedure to start by verifying that the esti-
mator is unbiased. Once the estimator is confirmed to be unbiased, the next question is the
rate at which its variance decreases with the size of the sample. Again, as the learning prob-
lem in the case of classification is a weaker one, it is not clear that this is the relevant sequence
of questions that a theoretician should ask.

e Decision stumps should be used as base classifiers when the input variables are independent
This argument is based on the assumption that the goal is to estimate probabilities.

The view of AdaBoost as a method for minimizing exponential loss, though in some ways quite
useful, can also lead us very much astray, as pointed out to some degree by Mease and Wyner. Taken
to an extreme, this view suggests that any method for minimizing exponential loss will be equally
effective, and is likely to be much better if designed with speed and this explicit goal in mind. How-
ever, this is quite false. Indeed, any real-valued classifier F which classifies the training examples
perfectly, so that yiF(x;) > 0 for each training example (x;;Vi), can be modified to minimize the
exponential loss 3 ;e YiIFX) simply by multiplying F by an arbitrarily large positive constant. This
scaling of F of course has no impact on the classifications that it makes. Thus, in the common case
in which an exponential loss of zero is possible, minimization of this loss means nothing more than
that the computed classifier F has a classification error of zero on the training set. The minimization
of this particular loss tells us nothing more, and leaves us as open to overfitting as any other method
whose only purpose is minimization of the training error.

This means that, in order to understand AdaBoost, which does indeed minimize exponential
loss, we need to go well beyond this narrow view. In particular, we need to consider the dynamics
of AdaBoost—not just what it is minimizing, but how it goes about doing it.
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Like other interpretations of AdaBoost, although the statistical view has its weaknesses, it also
has its strengths, as noted above. Still, to fully understand AdaBoost, particularly in the face of
such deficiencies, it seems unavoidable that we consider a range of explanations and modes of
understanding. Where the statistical view may be lacking, the margins explanation in particular can
often shed considerable light.

Briefly, the margin of a labeled example with respect to a classifier is a real number that in-
tuitively measures the confidence of the classifier in its prediction on that example. More pre-
cisely, in the notation of Mease and Wyner, the margin on labeled example (x;y) is defined to
be yFm(X)=3 m0m. Equivalently, viewing the prediction of AdaBoost’s combined classifier as a
weighted majority vote of the base classifiers, the margin is the weighted fraction of base classifiers
voting for the correct label minus the weighted fraction voting for the incorrect label.

The margins theory (Schapire et al., 1998) provides a complete analysis of AdaBoost in two
parts: First, AdaBoost’s generalization error can be bounded in terms of the distribution of margins
of training examples, as well as the number of training examples and the complexity of the base
classifiers. And second, it can be proved that AdaBoost’s dynamics have a strong tendency to
increase the margins of the training examples in a manner that depends on the accuracy of the base
classifiers on the distributions on which they are trained.

This theory is quite useful for understanding AdaBoost in many ways (despite a few shortcom-
ings of its own—see, for instance, Breiman (1999) as well as the recent work of Reyzin and Schapire
(2006)). For starters, the theory, in which performance depends on margins rather than the number
of rounds of boosting, predicts the same lack of overfitting commonly observed in practice. The
theory provides non-asymptotic bounds which, although usually too loose for practical purposes,
nevertheless illuminate qualitatively how the generalization error depends on the number of training
examples, the margins, and the accuracy and complexity of the base classifiers. Finally, the the-
ory is concerned directly with classification accuracy, rather than the algorithm’s ability to estimate
conditional probabilities, which is in fact entirely irrelevant to the theory.

Moreover, some of the phenomena observed by Mease and Wyner do not appear so mysterious
when viewed in terms of the margins theory. For instance, the experiments in Section 3.1 show
AdaBoost overfitting with stumps but not decision trees. In terms of margins, decision trees have
higher complexity, which tends to hurt generalization, but also tend to produce much larger margins,
which tend to improve generalization, an effect that can easily be strong enough to compensate for
the increased complexity. Moreover, according to the theory, these larger margins tend to provide
immunity against overfitting, and indeed, overfitting is expected exactly in the case that we are using
base classifiers producing small margins, such as decision stumps. This is just what is observed in
Figure 1.

In sum, the various theories of boosting, including the margins theory and the statistical view,
are all imperfect but are largely complementary, each with its strengths and weaknesses, and each
providing another piece of the AdaBoost puzzle. It is when they are taken together that we have
the most complete picture of the algorithm, and the best chances of understanding, generalizing and
improving it.
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1. Introduction

This is an interesting and thought-provoking paper. We especially appreciate the fact that the authors
have supplied R code for their examples, as this allows the reader to understand and assess their
ideas. The paper inspired us to re-visit many of these issues underlying boosting methods. However
in the end we do not believe that the examples provided in the paper contradict our statistical view,
although other views may well prove informative.

2. Our Statistical View of Boosting

Friedman et al. (2000) and our book (Hastie et al., 2001) argue that boosting methods have three
important properties that contribute to their success:

1. they fit an additive model in a flexible set of basis functions
2. they use a suitable loss function for the fitting process

3. they regularize by forward stagewise fitting; with shrinkage this mimics an L1 (lasso) penalty
on the weights.

In many cases the paper ascribes consequences of this statistical view that are not the case. For
example, it does not follow that smaller trees are necessarily better than larger ones for noisier prob-
lems (Sections 3.2 and 4.2), that the basis should necessarily be restricted as described in Sections
3.6 and 4.6, or that regularization should be based on the loss function used for fitting (Sections
3.5 and 4.5). To the extent possible model selection should be based on the ultimate loss associ-
ated with the application. Also, there is no requirement that test error have a unique minimum as a
function of the number of included terms (Sections 3.4 and 4.4). However, to the extent that these
are commonly held beliefs, the paper provides a valuable service by pointing out that they need not
hold in all applications.

There is no direct relation between the application of shrinkage and overfitting (Sections 3.7
and 4.7). Heavy shrinkage emulates L, regularization, whereas its absence corresponds to stagewise
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fitting approximating Lo regularization. There is nothing in the statistical view that requires L to be
superior to Lo in every application, although this is often the case. The best regularizer depends on
the problem: namely the nature of the true target function, the particular basis used, signal-to-noise
ratio, and sample size.

Finally, there is nothing in our statistical interpretation suggesting that boosting is similar to one
nearest neighbor classification (Sections 3.9 and 4.9).

None-the-less, the paper does provide some interesting examples that appear to contradict the
statistical interpretation. However these examples may have been carefully chosen, and the effects
seems to vanish under various perturbations of the problem.

3. Can the “Wrong” Basis Work Better than the Right One?
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Figure 1: Average test misclassification error for 20 replications of Mease and Wyner’s example
used in their Figure 1. We used the package GBM in R, with the “adaboost” option. The
left panel shows that 8-node trees outperform stumps. The right panel shows that stumps
with shrinkage win handily.

The left panel of Figure 1 shows a version of the paper’s Figure 1. We see that boosting with
8 node trees seems to outperform stumps, despite the fact that the generative model is additive in
the predictor variables. However the right panel shows what happens to both stumps and 8 nodes
trees when shrinkage is applied. Here shrinkage helps in both cases, and we see that stumps with
shrinkage work the best of all.
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Figure 2: Left panel: average absolute deviations of the fitted probabilities from the true probabil-
ities for the same simulations as in Figure 1. Right panel: average test misclassification

error for the same simulations as in Figure 1, except using 2000 rather than 200 training
examples.

We are not sure why unshrunken 8 node trees outperform unshrunken stumps in this example.
As in the paper, we speculate that the extra splits in the 8 node tree might act as a type of regularizer,
and hence they help avoid the overfitting displayed by unshrunken stumps in this example. All but
the first split will tend to be noisy attempts at the other variables, which when averaged will have a
“bagging” effect.

However this explanation becomes less convincing and indeed the effect itself seems to fade
when we look more deeply. Figure 2 [left panel] shows the average absolute error in the estimated
probabilities, while Figure 2[right panel] shows what happens when we increase the sample size to
2000. In Figure 3[left panel] we use the Bernoulli loss rather than exponential of Adaboost, and
Figure 3[right panel] shows results for the regression version of this problem. In every case, the
effect noted by the authors goes away and both the correct bases and shrinkage help performance.
We repeated these runs on the second simulation example of Section 4, and the results were similar.
Thus the effect illustrated by the authors is hard to explain, and seems to hold only for misclassifi-
cation error. It depends on a very carefully chosen set of circumstances. Most importantly, we have
to remember the big picture. Looking at the right panel of Figure 1, which method would anyone

choose? Clearly, shrunken stumps work best here, just as might be expected from the statistical
view.
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Figure 3: Left panel: test misclassification error when boosting with Bernoulli loss for the same
simulations as in Figure 1. Right panel: root mean-squared test error when boosting with
squared-error loss for the same simulations as in Figure 1 (legend as in left panel).

Figure 4 shows the fitted probabilities over the 20 runs, separately for each class, when using
250 shrunken stumps. Here 250 was chosen since it corresponds to the minimum in Figure 2[left
panel]. This is an appropriate tradeoff curve if we are interested in probabilities; test deviance would
also be fine. We see that the estimates are biased toward 0:5, which is expected when regularization
is used. Hence they are underfit, rather than overfit.

A similar argument can be made concerning the paper’s Figure 3. Yes, AdaBoost works better
than Logitboost in this example. But using the statistical view of boosting, we have moved on and
developed better methods like gradient boosting (Friedman, 2001) that typically outperform both of
these methods.

Hastie et al. (2007) add further support to (3) of the statistical interpretation of boosting: they
show that the incremental forward stagewise procedure used in boosting (with shrinkage) optimizes
a criterion similar to but smoother than the L, penalized loss.

4. Conclusion

No theory, at least initially, can fully explain every observed phenomenon. Everything about regu-
larized regression is not yet fully understood. There is still considerable ongoing research in the lit-
erature concerning the interplay between the target function, basis used, and regularization method.
Hopefully, some of the apparent anomalies illustrated in this paper will eventually be explained with
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Probability Estimates at 250 Trees
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Figure 4: Fitted probabilities shown for the two classes, at 250 shrunken stumps. The vertical black
bars are the target probabilities for this problem, and the green bars are the median of the
estimates in each class.

a more thorough understanding of these issues. The paper provides a service in reminding us that
there is still work remaining.

Although we would not begin to suggest that our statistical view of boosting has anywhere near
the substance or importance of the Darwin’s theory of evolution, the latter provides a useful analogy.
The proponents of Intelligent Design point out that the theory of evolution does not seem to explain
certain observed biological phenomena. And therefore they argue that evolution must be wrong
despite the fact that it does explain an overwhelming majority of observed phenomena, and without
offering an alternative testable theory.

We are sure that the authors will mount counter-arguments to our remarks, and due to the (stan-
dard format) of this discussion, they will have the last word. We look forward to constructive
counter-arguments and alternative explanations for the success of boosting methods that can be
used to extend their application and produce methods that perform better in practice (as in the right
panel of Figure 1).
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